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CSCE 4610/5610: Computer Architecture


Review


 SIMD and MIMD


 Vector processors – Cray architecture


 Shared memory and distributed memory
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Vector Code Example


# Scalar Code 
  LI R4, 64 
loop: 
  L.D F0, 0(R1) 
  L.D F2, 0(R2) 
  ADD.D F4, F2, F0 
  S.D F4, 0(R3) 
  DADDIU R1, 8 
  DADDIU R2, 8 
  DADDIU R3, 8 
  DSUBIU R4, 1 
  BNEZ R4, loop 

# Vector Code 
  LI VLR, 64  
  LV V1, R1 
  LV V2, R2 
  ADDV.D V3, V1, V2 
  SV V3, R3 

# C code 
for (i=0; i<64; i++) 
  C[i] = A[i] + B[i]; 
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MIMD organizations come in two forms.
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Measuring performance of parallel processors


 Communication overhead --bandwidth and latency


 Shared memory -- delays due to synchronization


Amdahl’s law of parallelism 


 see example on page 202


 we want a speed up of 80 with 100 processors


 how much serialization can we tolerate?


 0.0025 or 0.25%


Another Example page 203
 


 performance degradation due to remote accesses


 Base CPI = 0.5 (IPC = 2)

0.2% remote access and each access costs 400ns (on a 1 Ghz processor)


 CPI = 0.5 + 0.0002*400 = 1.3
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task body Producer is
 
 
 task body Consumer is

Buf: Character;
 
 
 F_Buf : Character;


Begin
 
 
 
  Begin

  Loop
 
 
 
 Loop

       Lock Mutex (B);
 
                            Lock Mutex (B);
 
 

                 Check_Free_Buf;
 
 
             Check_Full_Buf; 

                If No_Buffer   Then
 
             If No_Full_Buf Then

                     UnLock Mutex (B);
 
 
 UnLock Mutex (B);

                Else                                   
                                      Else

                     Read_Input_Data (Buf);
 
                  Print_Data(Buf);


 Create_Full_Buf(Buf);
 
                  Release_Empty_Buf(Buf);

                      UnLock Mutex (B); 
 
                    UnLock Mutex(B);

                End If;
 
 
               End If;

     Exit When No_more_data;
                               Exit When ? 

  End Loop;  
 
 
 
      End Loop;

End Producer;
 
 
                         End Consumer;


Using Mutual Exclusion
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Implicit in Monitors and Mutual Exclusions is some 
mechanism for locking a variable (or lock).

Traditionally we do this using an atomic action called


 Test and Set



 …..


  Test_and_set  R1, 0(R2)


 ……


May work in a single processor organization

But more difficult to implement in a multiprocessor system


Test to see if the memory at 0(R2). 

If it is zero, set to 1

Return the original value of the memory in R1.   
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How do we actually implement the test and set instructions? 

Consider a single processor organization. 

Do we normally access caches or main memory?


If we access caches, we may have a problem if different processes map the 
address to different virtual addresses (aliasing problem).


If we access main memory directly – bypass cache

we then need two types of memory access instructions 


We need to freeze the processor until the instruction is complete. 

We cannot permit context switches, interrupts or DMA access to memory.


So, more recent processors actually use two instructions to achieve the same effect. 

Note that we need “atomicity” of the test and set  (or load, check the value and write a 
new value).
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Consider two instructions: Load-Linked and Store Conditions which are related


LL remembers the memory address of the load.

If some other access (either on the same processor or another processor) to the same address is 
made, the remembered address is lost

On a SC, if the remembered address is the same as that of SC, store will be successful 


Try:
 Move
 R3, R4
 
 ; Move value to be exchanged


 LL 
 R2, 0(R1)
 
 ; load linked to memory


 SC 
 R3, 0(R1)
 
 ; Store conditional to the same memory location


 BEQZ 
 R3, Try
 
 ; if unsuccessful, try again


 BNEQZ
 R2, Try
 
 ; if a nonzero value was read on LL try again


 
 
 
 ; lock is held by someone else


The BEQZ R3, Try  indicates that SC was not successful - no value was written to the lock.


BNEQZ R2, Try checks the value read by LL to see if it is zero (indicates a successful lock 
acquisition) or not (lock not acquired)
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How are LL and SC implemented?


In Uniprocessor Case. We keep the memory address used in LL in a link register. If 
there is write to this location (by anyone) or a context switch, the link register is 
cleared. So, on a SC, we compare the address of SC with that in the link register. If 
they do not match, the SC fails.


In multiprocessor system. Use cache coherency techniques to reset link 
registers. Using Snoopy, each processor can reset the link register when some 
other processor does a SC to the same location.
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Why Cache memories cause a problem in Shared Memory Systems


If we use write-back cache, your updates will be made only to local cache--


 Main memory may still have old data


 Other processors may obtain old copy from memory


Why not use only Write-back cache?


Write-back caches cause congestion on memory buses


 Also we still need to update copies of data in local caches


Cache Coherency?


Simple solutions: 1). Shared Cache

 
             2). Do not cache shared data
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Processor Processor Processor

Shared Memory MIMD

All memory accesses to shared memory can be 
“snooped” on the shared bus. 


More Complex -- Caching shared data is permitted 


 Need to somehow either update or invalidate local cache copies when some


 other processor modifies the data

Consider simple shared memory architecture with a common bus


In principle, each cache can monitor traffic

on bus, see if local copies need to be invalidated

Or updates.


Each cache also need to decide if any local changes

Need to be placed on the shared bus
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 Each cache cache line will be associated with one of 4 states.


 Invalid (I); Modified (M); Exclusive (E) or Shared (S)


Implementation of a Snoopy Protocol


TAG
 STATE
 DATA


We need to consider what actions to be performed by individual caches


 and memory control for each of the following cases


Read: Miss
 Write: Hit

           Hit
 
            Miss



