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Review
Role of a computer architect

Function and Performance

Classes of computers and applications
Desktop (general purpose, single user)
Server (throughput, scalable)
Embedded (power, size)

Performance
Speed
Cost
Reliability and Availability
power consumption

Compatibility

HW #1 (Due Jan 24, 2008)
1.2, 1.4 and 1.7
(new edition)
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Technology Trends

More Dense Chips
More than a billion devices per chip

Multiple CPU (or cores) on a single chip
Possibly ASIC and FPGA on chip

How to use the available space wisely

Multiple CPUÕs (or cores)
Multithreading
More cache (and multiple levels of caches)

System on a Chip (SoC)
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Issues related to Cost

! *  (Wafer diameter/2)2
(Chip area)

 - 
! * (Wafer diameter)

2* (Chip area)
Dies per wafer: 

        Cost of Integrated Chip
Cost of the die (or chip)
Cost of testing
Cost of packaging

Cost of the die depends on the number of chips per wafer and 
how many good dies per wafer (or yield)
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4 is a good number for α  -- depends on the technology used and also
learning curve

What does all this mean?

The die area can have a HUGE impact on the cost of a chip

The area depends on how much hardware is included
number of  registers, size of cache memory
number of pipeline stages
Out of order instruction scheduling
number of functional units (integer arithmetic, ßoating point arithmetic)

So, any increase in size due to additional functionality must be justiÞed
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Power consumed by a processor

Two types of power consumed
Static: even if a hardware component is not active
dynamic: due to switching of ÒtransistorsÓ

Powerdynamic = (1/2)*(Capacitive load)*(threshold voltage)2*(operating frequency)
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Example: What happens if voltage is dropped by 15% and (proportional) chane
in operating frequency?

No change in capacitive load

  

Powernew

Powerold

=
(Voltage* 0.85)2 * ( frequency* 0.85)

(Voltage)2 * ( frequency)
= 0.61

So we reduced the power consumption by 39%
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Note: More hardware means more power consumption
both static and dynamic
The capacitive load is proportional to the number of transistors

Also, if we reduce power consumption (by changing voltage and clock speed)
the performance will decrease

Dynamic voltage and frequency scaling
Note if we change voltage and frequency in the  ÒmiddleÓ of execution
You will lose some time since hardware components need to be

resynchronized
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How do we deÞne the performance of a processor?

Execution time for a program?
Wall clock or CPU time?

User CPU and System CPU Time

For now we will only use user CPU time

(instruction count)* (CPI)
(Clock Rate)CPU time = 

CPI: Average number of Cycles Per Instruction.

How do we Þnd this?
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Consider for example that we collected average frequencies for various
instruction types.

ALU operations occur 43% of time and take 1 clock cycle to execute
Load instructions occur 21% of the time and need 2 cycles
Store instructions occur 12% of the time and need 2 cycles
Branch instructions occur 24% of the time and need 2 cycles

(Ci)!
i

instruction count

(instruction count)

How do we get CPI = average cycles per instruction?

The average number of cycles per instruction = 
0.43*1+0.21*2+0.12*2+0.24*2 = 1.57 Cycles per instruction

CSCE 4610/5610: Computer Architecture



CSCE 4610/5610  Jan. 17, 2008 9

Once we have the CPI, and clock speed, we can Þnd the MIPS ratings of
a processor

If we are using 500Mhz processor, the MIPS rating is given by
500*106 /(1.57) = 318.5 Million Instruction per second

Execution time =  (instruction_count)*(1/318.5 mips)
= (instruction_count)*3.14*10-9 seconds

Note that the clock speed (or frequency) is inversely related to clock period.

Consider why MIPS rating can be misleading.
Suppose we have a compiler that can optimize the program
The optimized compiler can eliminate 50% of Arithmetic instructions.

Now let us consider how the equations change.
What is the CPI?
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Consider for example that we collect average frequencies for various
instruction types.
ALU operations occur 21.5% of time and take 1 clock cycle to execute
Load instructions occur 21% of the time and need 2 cycles
Store instructions occur 12% of the time and need 2 cycles
Branch instructions occur 24% of the time and need 2 cycles

But we need to scale these fractions since the total is only 78.5%

So CPI = [(21.5%)*1 + (21%)*2+(12%)*2+(24%)*2]/(78.5%)
= 1.73 cycles per instruction.

MIPS = (500Mhz)/[1.73*106] = 289 MIPS

So the computer with an optimized compiler has lower MIPS rating!
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Another Example Of CPU Performance
Consider two processors with different ways of

implementing conditional instructions
CPU-A: needs two instructions; A compare and a branch

(e.g., Set LT R1, R2, R3; Branch if Neg loop)
CPU-B: A single instruction to compare and branch

Branches take 2 cycles and all other instructions take 1 cycle
Frequency of branches = 20%

CPU-AÕs clock is 25% faster.

Time on CPU-A = (Instr_Count)*{0.80*1+0.20*(2+1)}(Cycle_Time)
= (Instr_Count)*1.4*(Cycle_Time)

Time on CPU-B = (inst_Count)*(0.8*1+0.2*2)*(1.25*Cycle_Time)
= (Instr_Count)*1.5*(Cycle_Time)

CPU-A is faster even if it needs more instructions!
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Many Complex Interactions During Execution.

Cache Misses
Effect only load and store instructions
If no cache miss, say CPI =2
If cache miss, we may have a CPI of 50
5% miss rate leads to 0.95*2+0.05*50 = 4.4
But if have  21% loads and 12% stores then the new CPI
= 33%*4.4 + 43%*1+24%*2 = 2.32 CPI

compared to 1.57 CPI with no cache misses

Pipeline Bubbles or Stalls or lost cycles due to branch instructions
Consider for example, on the average 50% of all branches

are taken and cause 3 bubbles or lost cycles
What is the CPI for branch instructions?
If not taken, CPI = 1 
If taken, CPI = 4
Effective CPI = 0.5*1+0.5*4 =2.5
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How to report performance data?
Execution time for one program
Execution times for all programs
Average execution time across all programs
Weighted average etc.
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Arithmetic Mean =

Assuming n programs

1

n
Time( )i

i =1

n

!

Weighted Arithmetic Mean = Weight( )
i
* Time( )

i
i=1

n

!

Harmonic Mean =

n
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Let us look an example
Here we are comparing 3 different computers using 2
programs.
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Computer A Computer B Computer C

Pgm P1 1 10 20
Pgm P2 1000 100 20
Total 1001 110 40

Let Þnd weighted arithmetic average execution times and we will
use 3 different weights

W1: P1=50% P2=50%

W2: P1= 90.9%, P2= 9.1%

W3: P1= 99.9%; P2=0.1%
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So which computer is best?
Different weights leads to different total averages

Can we think of a different way of computing averages?
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Computer A Computer B Computer C

Pgm P1 1 10 20

Pgm P2 1000 100 20

Total 1001 110 40

Avg with W1 500.5 55 20

Avg with W2 91.91 18.19 20

Avg with W3 2 10.09 20
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Relative performance. For each program use a relative execution times, 
compared a ÒstandardÓ computer.

The relative execution times can be used to compute  an arithmetic 
(or weighted) means.

We can also compute Geometric Mean.

Let us look our example using Geometric means

The relative performance of the 3 machines remain the same
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n Re lative_execution_ time( )ii =1

n

!
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Normalized to A

Computer A Computer B Computer C
Pgm P1 1 10 20
Pgm P2 1 0.1 0.02

Arithmetic Mean 1 5.05 10.01
Geometric Mean 1 1 0.63

Normalized to B
Computer A Computer B Computer C

Pgm P1 0.1 1 2
Pgm P2 10 1 0.2

Arithmetic Mean 5.05 1 1.1
Geometric Mean 1 1 0.63

Normalized to C
Computer A Computer B Computer C

Pgm P1 0.05 0.5 1
Pgm P2 50 5 1

Arithmetic Mean 25.03 2.75 1
Geometric Mean 1.58 1.58 1
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��Another example. See the table on page 35
here we are looking at Geometric means  for Opteron and Itanium

Sun Ultra Spark 5 is used as the reference computer��



CSCE 4610/5610  Jan. 17, 2008 19

What programs to use in evaluating performance?
The programs that will be run in the Þeld

Benchmark programs

Real programs that are common in an application domain
e.g. SPEC benchmarks(Spec-2000), Commercial 

multimedia (Media-bench)

Program kernels: 
eg. Embedded kernels (EEMBC)
NAS benchmarks, Livermore loops

Synthetic program mixes
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How to collect performance data using benchmarks?
Actual Measurements and Simulations

If the architecture already exist, run programs and collect data
Need to be careful in collecting data
Instrumentation may skew data
Performance Registers
Software proÞling techniques
Interpreted mode

Or develop simulations.
Detailed simulations
Trace driven simulations
Monte Carlo simulations
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AmdhalÕs Law
Originally deÞned for parallel processing system

Suppose we have n processors to execute a single program
If the program takes T time units on a single processor how long will

it take on n processors? = T/n

But most programs have portions that cannot be executed in parallel
We may have to initialize some data using one processor only

Let f be the fraction of a program that cannot be executed in parallel.

Execution time on n processors = [(1-f)/n]+ f
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Speed up = =(execution_time_on_1_ processor)
execution_time_on_n_ processors( )
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Consider how a small serial fraction can reduce speed up.
For N=100, f= 5%, Speed up = 16.8

Now let us apply AmdahlÕs law to improving Execution time of a single CPU

The performance improvement to be gained from using some faster 
mode of execution is limited by the fraction of time the faster mode 
can be used. -- the computer law of diminishing returns.

Example of page 40. We want to improve the performance for web browsing.
We only improved the performance for this functionality by a factor of 10

We are told that the actual computation for web services is 40% of all the time
-- that is we are only improving 40% of the execution time by a factor of 10

Speed up = 1/[0.6 + (0.4/10)] = 1.56

Only 56% speed up
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AmdahlÕs Law. Consider the following example.

25% of all operations are Floating Point;  2% are FPSQR
FP operations take 4 cycles (CPI)
FPSQR takes 20 cycles (CPI)
All other operations take 1.33 (CPI)

Two improvements proposed:
(a) Reduce FPSQR to 2 cycles
(b) Reduce all FP operations 2 cycles.

Original CPI = 0.23*4+0.02*20+0.75*1.33 = 2.3175

(a) = 0.23*4+0.02*2+0.75*1.33 = 1.9575
improvement ratio = 1.184

(b) = 0.23*2 +0.02*20+0.75*1.33 =1.8575
improvement ratio  =  1.248
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Another performance metric that is becoming very important
Reliability
Mean Time To a Failure (MTTF)

If we are looking for availability, we normally include
Mean Time To Repair 

Let us look at an example on page 26
10 disks each with 1,000,000 hour MTTF
1 SCSI controller with 500,000 hour MTTF
1 power supply with 200,000 hour MTTF
1 fan with 200,000 hour MTTF
1 SCSI cable with 1,000,000 hour MTTF

In general, the weakest link dictates overall reliability
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Assuming that all component failures are independent we can Þnd the system
MTTF (page 27)

System Failure rate
= 10*(1/1000000)+(1/500000) +(1/200000) +(1/200000) + (1/1000000)
= 23000 per 1,000,000,000 hours

System MTTF = 1/failure rate = 43,500 hour MTTF

Reliability can be improve with redundancy
We can have a back up when a component fails
Most common method is called Triple Modular Redundancy
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U-1

U-2

U-3

Voter

An example using redundant power supply on page 27

Here we simpliÞed and assume independent failures (and detection capability)

of the power supplies.

If each power supply has a  200,000 hour MTTF what is the MTTF of 2 power
supplies used as redundant system?

The power supplies fail if both fail = (1/200000)2


