CSCE 4610/5610: Computer Architecture

Exam 2 March 27 (Thursday after spring break)!

Review!

Main memory!

! latency and bandwidth!

! computing miss penalties !

! wide words and interleaved memory!
Virtual memory!

! page tables!

! segment tables!

! Translation Look Aside buffers!

! Page replacement b LRU/LFU!
Protection!

Limits on Instruction Level Parallelism !

CSCE 4610/5610 March 13, 2008



CSCE 4610/5610: Computer Architecture

For most integer benchmarks, you can get very small ILP (3-5)!
| for Boating point higher ILP is possible!
We can improve the ILP with loop level optimizations !

Let us try to unroll the second loop 5 times!

for (i=6; i<=100; i++) Y][i] = Y[i-5] +Y[i]; becomes!
for (i=6; i<=100; i=i+5) {!

! Y[i] = Y[i-5] +Y[i]; !

! Y[i+1] = Y[i-4] +Y[i+1]; !

! Y[i+2] = Y[i-3] +Y[i+2]; !

! Y[i+3] = Y[i-2] +Y[i+3]; !

! Y[i+4] = Y[i-1] +Y[i+4];
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! for (i=6; i<=100; i++) Y[i] = Y[i-5] +Y[i];!

Assume that before entering the loop we have Y[1] through Y[5] in FO, F2, F4, F6, F8
respectively; R1 has the address of Y[6]!

Loop:! LD! F10, O(R1)! ! ! !
LD! F12, -8(R1)!! (Need to rearrange the !
LD! F14, -16(R1)! code to improve cycles)!
LD! F16, -24(R1)! !
LD! F18, -32(R1)!

ADDD! FO, FO, F10!!

ADDD! F2, F2, F12!! !
ADDD! F4, F4, F14!

ADDD! F6, F6, F16!

ADDD! F8, F8, F18!!

SD! 0(R1), FO!
SD! -8(R1), F2!
SD! -16(R1), F4!
SD! -24(R1), F6!
SD! -32(R1), F8!
SUBI! R1, R1, 40!

BNEZ! R1, R1, Loop!
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Another way to increase ILP is to execute multiple threads simultaneously!
SMT or hyper-threading!

Consider a simple pipelined processor with!
I Instruction Fetch!

I Instruction Decode!

I Execute!

I Memory Access!

I Write Back !

And 5 threads labeled Th1 through Th5!
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Clock cycle IF ID EX MEM WB

U P~ WN=

CSCE 4610/5610 March 13, 2008



CSCE 4610/5610: Computer Architecture

Unit

- integer fp fp

i instructionqueue registers units | -

Data
Cache

Instruction Cache

8 i intﬂ
| floating point Integer |__ ﬂ

instructionqueue registers load/storé

Register

Decode _
Renaming
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Multithreading!

' At programming level!

! ! Using library calls!

! ! Pthreads, NT-threads, Linux-Threads!
' Or implied threads in Open MP !

' ! Java Threads!

What is the difference between threads and processes?!

Threads within a process (or task) share OresourcesO!
! ! Share the memory!

! ! Share signals!
! ! Share Ples!
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Process ID

Thread ID
Priority
Dispateh Memory Signal Mask:

Signal
Map
Toble | Thread ID
Priovity
File / Signal Mask:
Descriptors E’/ Registers

rC

/ Stack Pointe

Code Stack

As can be seen, each thread will have a smaller OcontextO associated with it!
! Context switching between threads is more efpcient!
Multiple Hardware contexts make it even better!

Shared Memory paradigm can be used for communication among threads
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Registers When we fork a process:!
Stack An identical child process is!
P-1D Coda Created. !
[ PC 9 fork
You need to program to check if you
gggurces Data are executing Child or Parent process
and invoke appropriate functidn.
Parent Process Child Process
Registers Registers
Stack Stack
£ D Code P-ID Code
[ PC T forkQ [ pc 9 ok
Other Data Other Data
Resources Resources
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Registers

Stack Pointe

Reqisters

Stack Pointe

Registers

Other
Resource:

Stack Pointe

[ Thread 1D |

Process IC |

Funct 1 (

[ Funct_2 ()

Funct_3 ()

Main

Stack

y ¥ 4\

Data
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When we fork a thread!

Only a thread context id
Created.!

While creating a thread,
you can specify which
function the thread
executeg.
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Multithreading!

At architecture level -- we provide separate hardware context for !
each thread and switch the CPU between threads!

A hardware context means -- Registers, PC, Status Register (or PSW)!
! | ! Stack pointer, etc!

Context switch can be very fast (2-4 cycles) since we need only to change !

the register context that is accessed by CPU.!

Note, however, additional register sets add to hardware complexity!
If designed as a single register ble, need more read and write ports.!

If designed as separate register bles, Owire lengthsO slows clock!
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When to switch between the threads?!

! A thread is blocked due to a pending resource request!
! A cache miss!

! Or switch on every instruction.!

Consider the benebts in terms of increased ILP!

! At issue you can examine instruction windows from!
! ! multiple threads and issue instructions!

SMT -Simultaneous multithreading fetches instructions from different threads!
! and issues all the instructions from multiple threads together!
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¥ Consider a singl€’PU and one thread!

B'When a thread issues a Olong latencyO operation, the thread
Is blocked and"PU idles!

¥ Let L be amount of time needed for the long latency operation,
and letR be the average amount of time between such latency
operations!

Useful Work Waiting Useful Work Waiting
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M Thread Level Parallelism

¥ Consider a singl€PU supporting multiple threads!

B'When a thread issues a Olong latencyO operation, the thread
IS context switched and a new thread starts execution.!

¥ In addition toR andL, let us assume thatis the time needed
to context switch

Useful Work
Useful Work

Useful Work

Useful Work
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¥What is the maximum Utilization that is possible?

I Cis the context switching overhead!

¥ How many threads are needed to reagh®
!

M If there are fewer threads?
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M Thread Level Parallelism!

M Speed u
P b N ifN<N %
U # SAT #
— N_ll
SN___ RTL &

otherwise
U %R¥C #

HIf we assume a context switch on every cache mRisan
| be equated to 1/(cache miss rdte)

N

y ;& N if N<AgA7go
Y

§1+mC otherW|se#
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Blocking vs Non-Blocking!

Traditional multithreaded systems use blocking models!

b A thread is blocked (or preempted) !

¥ A blocked thread is switched out and execution resumes in future!

¥ In some cases, the resources of a blocked thread (including register context) !
! may be assigned to other awaiting threads.!

¥ Blocking models require more context switches

In a non-blocking model, once a thread begins execution, it will not be
stopped (or preempted) before it completes executibn
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Non-Blocking in Cilk!

thread Pb (cont int k, int n)!
{ if (n<2)!
! send_argument (k, n)!
else{ !
' contint x, y;!
| spawn_nextsum (k, ?x, ?y); /* create a successor thread!
! spawn bb (x, n-1);! [* fork a child thread!
' spawn Pb (y, n-2);! [* fork a child thread!
! ! H
thread sum (cont int k, int X, int y)!
{send argument (k, x+y);} /* return results to parentOs
! ! ! ! ! [*successor
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Blocking threads using Pthread!

void *Pb(void *x)!
{!
int *n = (int *)x;!
"
if (*n < 2)!
pthread_exit((void *) n);!
else!
{!
int x,y,status;!
int *answerl, *answer2,
void *exit_value2;!
void *exit_value3;!
pthread_t thread?2;!
pthread_t thread3;!

status pthread_creatd&thread2, NULL, (void *)Pb, (void *)&x);!
status 9pthread_creatd&thread3, NULL, (void *)Pb, (void *)&y);!

statuspthread_join(thread2, &exit_value?2);!
statuspthread_join(thread3, &exit_value3);!

answerl = (int *)exit_value2 ; !
*pnal ans;f;mswerz = (int *)exit_value3 ; !
- *pPnal_ans= ((*answerl)+ (*answer2)); !
pthread_exit((void *) Pnal_ans);!
} !
H

answerl=(int *)malloc(sizeof(int *));!
answer2= (int*)malloc(sizeof(int *));!
Pnal_ans=(int*)malloc(sizeof(int *));!

X=*n-1;!
y=*n-2;!

CSCE 4610/5610 March 13, 2008 19



CSCE 4610/5610:

Non-Blocking Threads

fib

cont

n-1

cont

n-2

Clln \d_
Join countel )
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Other forms of synchronization among threads in blocking model!

In addition to waiting for threads to complete we need to have a mechanism for!
Sharing data and control shared access.!

a). for (j=0; j<n; j++) b). for (j=0; j<n; j++)
hist[j]++; if (local_min(j) < global_min)
global_min = local _min());
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a). for (j=0; j<n; j++)
thread_id[j] = spawn_thread(accumulate, j);
for (j=0; j<n; j++)
join (thread_id[j]);

void accumulate (j)
=
lock(lock_variable);

hist(j)++;

unlock(lock variable);
exit();
}
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b). for (j=0; j<n; j++)
thread_id[j] = spawn_thread(compute_min, j);
for (j=0; j<n; j++)
join (thread_id[j]);
void compute_min (j)
{Elocal_min = min();
lock(lock_variable);
if (local_min < global_min)

global _min = local_min;
unlock(lock variable);
exit();
}
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Using Mutual Exclusion lockd

Void Producer (){! ! ! Void Consumer {!
Int Buf; ! ! ! ! Int F_Buf;!
Loop {! ! ! ! Loop {!
pthread_lock (&Mutex_B);!! ! pthread_lock (&Mutex_B); ! !
Check_Free_Buf;! ! ! Check_Full_Buf; !
If No_Buffer Then! ! ! If No_Full_Buf Then!
pthread_UnLock (& Mutex_B);! ! pthread_UnLock (& Mutex_B);! !
Else { ! ! Else{!
Read_Input_Data (Buf);! ! Print_Data(Buf);!
Create_Full_Buf(Buf);! ! Release_Empty Buf(Buf);!
pthread_UnLock(& Mutex_B);! ! pthread_UnLock (& Mutex_B);! !
P! ! ! H
Exit When No_more_data;! ! Exit When ?!
! H ! ! H
H ! ! ! H
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Other way of synchronizing access to Data.!

AdaOs Rendezvous!

Procedure XYZ Is

task Produceris! I !
entry Send_Data! ! !

! (Ch: out Character); ! ! !

end Producer/;! ! ! ! !

task body Produceiis! ! !
Buf: Character;! ! ! ! !

Begin! ! ! ! ! ! !

Loop!! ! ! ! ! !
Consumer.Free_Buffer (B

1 | | I | d ]

Read_Input_Data (Buf);! ! !

! ! ! ! ! !

Accept Send_Data

task Consumeris

entry Free_Buffer
(Buf: out Character);
end Consumer;

task body Consumeis
F_Buf : Character;

Begin

Loop
Accept Free_Buffer
(Buf : out Charactego
Buf := F_Buf;
end Free_Buffer;

! ( Ch: out Charactedpo Producer.Send_Data(F_Buf);
Ch: BUf;!M
end Send_Datas

Exit When No_more_data;
! ! ! ! ! ! !

End Loop; !! ! ! ! !

End Producert! ! ! ! !

Begin ---- the body XYZ
[ Null;
End XYZ;
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Print_Data(F_Buf);
Exit When ?
-- need to eventually terminz:
End Loop;

End Consumer;
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Other way of synchronizing access to Data.!

Message Passing!

Procedure XYZ Is
task body Producer is task body Consumer is
Buf: Character; F_Buf : Character;
Begin Begin
Loop Loop
_Receive Free_Buf; Receive Full Buf;
Read_Input_Data (Buf); Print_Data(Buf);
Send Full Buf; ~ Send Free Buf;
Exit When No_more_data; Exit When ?
End Loop; End Loop;
End Producer; End Consumer;
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Other way of synchronizing access to Data.!
y y g task body Produceis! !

: : . : Buf: Character;! !
Using Monitors (like Java synchronized methods)!

Begin! !
Loop! ! !
EackadgeBOng MonitOFr is sufer | | oroced Request_Free_Buffer (Buf):!
rocedure Request_Free_Buffer! ! rocedure )
Request_Full_Buffer Read—lnpUt—Data (BUf)’!
! (Buf : Out Character);!! ! ! (Buf : Out Character) Release Full_Buffer (Buf): !
Begin' ! ! ! ! Begin Exit When No_more_data;!
! If No Free_BufThen! ! ! If No_Full_BufThen g - T "
— + = \WaitOn Free Buf;! ! Wait on Full_Buffer; «a— End Loop;! !
! Else-- return an empty buffer!! Else-- return a full buffer End Producer:! |
! End if;!! ! ! ! End If;
End Request Free Buffer;! ! ! End Request Full_Buffer; )
task body Consumelrs !
F_Buf: Character; !
Procedure Release Free Buffer! ! Procedure i ’
Release_Full_Buffer Begin!
! (Buf : In Character);! ! ! ! (Buf : In Character); LOOp!
Begin! ! ! ! ! Begin )
! -- Save the Free buffet! ! --- Copy Bufintoa! ! RequeSt_—Fu”—BUﬁGr (BUf)'!
! ! ! ! ! ! --local variable Print_Data(Buf);!
— =  Signal Free_Buf;! ! ! Signal Full_Buffer, «a— Release Free Buffer (Buf)"
! — — ”

End Release_Free_ Buffer; ! ! End Release_Full_Buffer;

Exit When ?!
End Loop;!
End Consumer!
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Another most common operation needed in shared memory is the Barrier
synchronization. As a matter of fact, most parallel algorithms look as follows.

None of the forked thread are allowed proceed
Some Serial Fraction beyond the barrier.

Fork threads .
In some languages only the last thread to arrive

at the barrier is allowed to proceed -- all the

Execute in parallel : .
g other threads simply quit.

Join or Rendezvous at the barrier
Some Serial Fraction
Fork threads

Execute in parallel

But Pthread join behaves differently.!
We can only rendezvous with one thread!
at a time.!

Join or Rendezvous at the barrie
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Consider an application like Jacobi linear equation solver!
A set of n equations containing n unknown variables:

Fhe1,0X0 T &1 X+ X TEF an h X, = 0!
B20X0 t a1 X1+ B2 X TEF A5 01 X0 = B

!
!
! EEEEEEE. )
! AoXota X ta, X% E a1 X, =,
! BoXot By Xy T By X TE.H A9 X, = 1y

This can also be written as A*X = B!
Where A is a nxn matrix, X and B are 1xn vectors!

Let us consider the ith equation:!
3o Xo T 81 % 8, X tE+ a; X+t @nq X, = b

This can be written asX; = [bI - Sum(a] *Xj j# i)]/ai,j!
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Consider the Jacobi solver!
! Remember we had to think of 2 barriers!
! ! Wait until all threads update

for (1 =0;i<n;i++)!
! x[i] = blil;!
1. After each thread computes its new_Xx[i], !

for (repeat = 0; repeat < limit; repeat++)! it must wait for all threads to complete
! for (I=0;i<n;i++){ . . .
sum = 0;! computing their new_x's!
for j =0; j < n;j++)! Then each thread must update the x[i] using the

if (i!=j) sum =sum + a[i][j]*x[j];! new X[i] !
new_x[i] = (b[i] - sum)/a[i][ i; ! —
J . .
for (i =0; i < n; i ++)! 2. must wait until all threads completed the

I

I

[

I

|

|

! X[i] = new_xil:! updates before reading x[i] valles
}I

Pseudo code using generic barriers!
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Pseudo code

[* each thread executes the following code!

for (repeat = 0; repeat < limit; repeat++) {!
! sum = 0;!

! for (j =0; j < n;j++)!

! if (i!=j) sum =sum + a[i][j]*x[j];!
! new_X[i] = (b[i] - sum)/a[i][ i]; !
! M

! join_barrier(join_count) !

! X[i] = new_x[i];!

! join_barrier(join_count) !

}

Join count indicates how many threads will !
Rendezvous at the barrier!

each join_barrier will decrement the count.!
! -- if not zero the thread will wait. !

Else all threads will be unblocked !

Need to reset the count between bartiers

How can we achieve these barriers in pthreads?!
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