CSCE 4610/5610 Midterm Examination
(Krishna Kavi)

Tuesday, February 28, 2006

1. (30%). We have seen how data hazards (data dependencies) can be handled using
Oresult forwardingO, whereby the result of a predecessor instruction is forwarded as data
input to a successor instruction. However, we also talked about how the result of Load
instruction cannot be forwarded to a successor instruction. Consider for example

LD  $1, 0($2) :Load data from (R2)+0 into R1
ADD %4, $1, $3 R4 = R1+R3

Can you ouine a pipeline design that allows you to forward data from Load to a
successor instruction? You can change the order of the pipeline stages or add additional
hardware as needed (for example access data memory before Execute stage or in Execute
stage).

Make sure that you give as much detail as possible, include all additional hardware units
needed. Also describe how the data dependency between Load and a subsequent
arithmetic instruction can be detected in your new pipeline organization.

Key. One way ¢ achieve this is to move the MEM operations into EX stage. In other
words, we access memory in the same stage as the Execution of other operations.

Data
Memory

+4 £

PC
I ti —»| Int
nstr.
»| ALU |
Memory — g
REG
—»
g
—»
A > ALU
Sign
— | exten [ >




This may not be practical, but for this problem we will assume that we can compute the
effective addresssing an additional integer adder and also access memory in one cycle.

In the above diagram, the data from memory for a Load instruction will be available for
forwarding to the next arithmetic instruction.

We may not really need an extra Integer ALU, jost to emphasize, | included one.

Another option is to include an Integer ALU in ID stage, so that the effective address is
computed in ID.
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Again this may not be practiddtto access the register and to do effective address
calculation in one cycle.

Detecting the dependency between Load and subsequent arithmetic instruction is similar
to detecting dependencies between two arithmetic instructions.

If the destination of Load instruction (which can be found from IDMEXM pipeline
buffers) is the samas either of the source registers of the arithmetic instruction (which
can be found in the IF/ID buffers).

Some common problems.



Note that you need to forward the data to a successor instruction before the
successor instruction passes the decode stagguScannot forward data from MEM to
a successor instruction because the successor instruction would have reached EX already.

Note that for computing the effective address for an instruction like LE1,
0(%$2)
we need to first read Register R2 and thed the displacement (zero in this example).
You cannot add register number (2 in this example) to displacement. Some of you have
taken the register field from the IR and added the displacement (also from IR) to get
effective address. This is not correct.

Some of you swapped EX with MEM. While this allows Load data to be
forwarded to a successor arithmetic instruction, now you cannot forward result of one
arithmetic instruction to a successor arithmetic instruction.

2. (20%) A certain benchmark contaide200,000 floatingpoint operations of various
types as shown below

Operation count
Add 82,000
Subtract 8,500
Multiply 73,000
Divide 21,500
Convert Integer to FP | 6,500
Compare 4,500
Total 200,000

This benchmark was implemented on a processoh#saho floatingpoint hardware. All
floating-point operations were performed using integer instructions. Compiler translated
floating-point operations to available instructions. It took 13.8 seconds for execution on a
1GHz processor and it was estimateat the CPI was 6.

a). How many instructions were executed by the processor?

b). What is the MIPS (Millions of Instructions per second) rating for this benchmark?

c). What is the MFLOPS (Millions of Floating Point Operations per second) rating for the
bendimark?

d). On average how many integer instructions were needed for each fioaitihg
operation?

Key.

Note that MFLOP is like MIPS. We need to compute how many floating point operations
can you complete in one second.

a). We have CPI =6 and total extion time =13.8 seconds. The clock time =°10
seconds (since the frequency is 1Ghz).
Remember Execution time = (instr_count)*(CPI)*(Clock_time)



Substituting the numbers, we get
Instruction Count = 2.3 * £0= 2.3. Billion instructions
b). Since we exauted 2.3 Billion instructions in 13.9 seconds,
the MIPS rating = 166.67MIPS
c). We executed 200,000 Floating point instructions in 13.8 second or
14,492.75 Floating point operations per second
or 0.014493 Million FLOPS
d). In order to execute 20@0 floating point operations we needed to execute 2.3 Billion
instructions. Or we needed to execute 11,500 instructions per floating point operation

3. (30%) Consider the following code block (using pseudo MIPS like instructions)

Note, the general formalf the instructions are:
Opcode Destination, Sourcel, Source2

loop: LD FO, 0(R2) :Load Floating point Reg FO
MULTD FO, FO, F8 :Floating point Multiply
ADDD F2, FO, F2 :Floating point Add
ADDI R2, R2, #8 :Integer Add
SUB R5, R4, R2 :Integer subtract
BNZ R5, loop :Loop if R5 is non zero.

a). Assuming that latencies for the instructions given on page A49, compute the number
of cycles needed to complete one iteration of the loop.

b). Consider unrolling the loop and reordering ¢bee to improve the number of cycles
needed per iteration.

Key

a) From page A.49 we have that floating point Add has a latency of 3 cycles, Floating
point multiply has a latency of 6 cycles, integer instructions (ADDI, SUB) have a latency
of zero while ID has a latency of 1 cycle.

loop: LD FO, O(R2)

stall

MULTD FO, FO, F8
Stall

Stall

Stall

Stall

Stall

stall

ADDD F2, FO, F2
ADDI R2, R2, #8
SUB R5, R4, R2
BNZ R5, loop



Stall
stall
(next iteration
On average we have 1§ates per instruction (or 14 if taken branch results in 1 stall).

(I was lenient in my grading, even if you are slightly off in your cycle count.)

Let us unroll 2 times

Loop: LD FO, O(R2)

LD F4, 8(R2)
MULT FO, FO, F8
MULT F4, F4, F8
ADDD F2, FO, F2
ADDD F2, F4, F2
ADDI R2, R2, #16
SUB R5, R4, R2
BNZ RS, Loop

Inserting stalls and reordering the instructions we can have

Loop: LD FO, O(R2)
LD F4, 8(R2)
MULT FO, FO, F8
MULT F4, F4, F8
Stall
Stall
Stall
Stall
Stall
ADDD F2, FO, F2
Stall
ADDI R2, R2, #16
SUB R5, R4, R2
ADDD F2, F4, F2
BNZ RS, Loop
Stall
Stall

Now we have 17 (or 16 if branch results in one stall) for 2 iterations.

We can try to unroll 3,times.

LD FO, O(R2)



LD F4, 8(R2)

LD F6, 16(R2)
MULT FO, FO, F8
MULT F4, F4, F8
MULT F6, F6, F8
ADDD F2, FO, F2
ADDD F2, F4, F2
ADDD F2, F6, F2
ADDI R2, R2, #24
SUB R5, R4, R2
BNZ RS, Loop

Now the dependencies betwvethe 3 ADDD instructions add to more stalls.

For this example a Multiply and Add instruction like MAA F2, FO,F8 could replace
MULT FO, FO, F8 and ADDD F2, FO,F2.

Common Problems. Note that the ADDD is accumulating the products into a single
register F2 So when you unroll the loop, you still need to accumulate the results into a
single register. Some of you used different registers for each ADDD and the final tally is
not accumulated into a single place.

4. (20%). We have discusse2 branch prediar design and argued thabi predictor
is better than -bit predictor. In a @it predictor design, we do not change our prediction
unless the prediction was wrong two times in a row (for the same branch instruction).

Consider extending the idea whe@u change the prediction only when the prediction
was wrong 3 times in a row. You need to decide on the number of bits needed, and also
show a state diagram describing the design.

Discuss if such a design would lead to better prediction accuracies laib redictor
(or not). You can think of code examples to make your arguments.

Key.
Weycan use 3 bits to design our branch predictor as shown below.
STATE PREDICTION # MISS PREDCITIONS

000 NOT TAKEN NO MISS PREDICTIONS
001 NOT TAKEN ONE MISS PREDCITON
010 NOT TAKEN | TWO MISS PREDICTIONS
100 TAKEN NO MISS PREDICTIONS
101 TAKEN ONE MISS PREDICTION
110 TAKEN TWO MISS PREDICTIONS

The state transition diagram would look like



| did not show selfoop on 000 when the prediction is correct; likewige not show

the self loop on 100.
Note that if we are in 001 or 010, with NOT TAKEN as the prediction, if the branch is

not taken (correct prediction), we go back to 000 with no miss predictions. Likewise,
from 101 or 110, with TAKEN prediction, if theranch is taken (correct prediction), we
return to 100 with no miss predictions.

This may lead to better branch prediction performance if we have triply nested loops

for (i=)
for (j=)
for (k=)

If this is not a common case, 3 bit prediateay actually lead to more miss predictions.



CSCI5700: Solutions To Midterm Exam
Tuesday March 2, 2004
Open Books and Open Notes

1 (35%). Consider the following code block (using pseudo MIPS like instructions)

Note, the general formal of the instructions are:
Opcode Destination, Sourcel, Safc

loop: LD FO, O(R2) :Load Floating point Reg FO
LD F4, 0(R3) :Load Floating point Reg F4
MULTD FO, FO, F8 :Floating point Multiply
MULTD F4, F4, F8 : Floating point Multiply
ADDD F2, FO, F2 :Floating point Add
ADDD F6, F4, F6 :Floating point Add
ADDI R2, R2, #8 :Integer Add
ADDI R3, R3, #8 :Integer Add
SuUB R5, R4, R2 :Integer subtract
BNZ R5, loop :Loop if R5 is non zero.

You are also given the following delays and latencies for the operations

Operation  Delay Latency
LD 1 2
MULTID 3 4
ADDD 2 3

All other operations have a delay 1 and latency of 1.

a). Without any optimizations, and assuming that the pipeline will stall on hazards, show
how the code block will be scheduled and estimate the number [@Escyeeded to
complete one iteration of the loop.

b). Using unrolling and/or reordering of the instructions show how you can eliminate
pipeline stalls.

Key

One of the main issue here is that we have some delays to deal with. Remember that
delay effectshow sooner another instruction can be issued (typically because a
functional unit is not pipelined); latency indicates how soon the result of an instruction
can be used in a dependent instruction (using result forwarding).

loop: LD FO, O(R2) :Load Fbating point Reg FO



LD F4, 0(R3) ‘Load Floating point Reg F4

MULTD FO, FO, F8 :Floating point Multiply
delay

delay

MULTD F4, F4, F8 : Floating point Multiply
ADDD F2, FO, F2 :Floating point Add
delay

latency

ADDD F6, F4, F6 :Floating point Add
ADDI R2, R2, #8 :Integer Add

ADDI R3, R3, #8 :Integer Add

SUB R5, R4, R2 :Integer subtract

BNZ R5, loop :Loop if R5 is non zero.

If include BNZ we have 14 cycles to complete here. If we assume that the LD from the
next iteation will be in the pipeline before BNZ decision is know using taken branch
prediction, then the count is 13.

b. Let is see if instruction verdering helps any.

loop: LD FO, 0(R2) :Load Floating point Reg FO
LD F4, 0(R3) :Load Floating point RgF4
MULTD FO, FO, F8 :Floating point Multiply
ADDI R2, R2, #8 :Integer Add
ADDI R3, R3, #8 :Integer Add
MULTD F4, F4, F8 : Floating point Multiply
ADDD F2, FO, F2 :Floating point Add
SUB R5, R4, R2 :Integer subtract
latency
ADDD F6, F4, F6 :Floating point Add
BNZ R5, loop :Loop if R5 is non zero.

Now we were able to use three of the wasted slots, giving us 11 (or 10) cycles. If have a
delayed branch, we can say one additional cycle.

Let us if unrolling helps any here.

loop: LD FO, O(R2) :Load Floating point Reg FO
LD F4, 0(R3) ‘Load Floating point Reg F4
MULTD FO, FO, F8 :Floating point Multiply
LD F10, 8(R2)
LD F12, 8(R3)
MULTD F4, F4, F8 : Floating point Multiply
ADDD F2, FO, F2 :Floating point Add
ADDI R2, R2, #16 :Integer Add

MULTD F10, F10, F8 :Floating point Multiply



ADDD F6, F4, F6 :Floating point Add

ADDI R3, R3, #16 :Integer Add

MULTD F12 F12, F8 : Floating point Multiply
SUB R5, R4, R2 :Integer subtract
ADDD F2, F10, F2

delay

ADDD F6, F12, F6

BNZ RS, loop :Loop if R5 is non zero.

Notice that even when we unrolled twice we still have one cycle lost (although on
average per iteration the loss is only half a cycle).

2 (35%).Consider the following choice in implementiBganch to a subroutine
Store the return address in Register 31 (as MIPS does) and then branch to the address
provided in the instruction (actually the offset in the instruction is added te- PC)
such instructions are known as Jump and Link (JAL)

You can use MIPS like instruction format for the implementations.
6-bits 26-bits

Opcode Offset Added to PC

In this problem, | want you to design a pipelined implementation of JSR. Show as much detail as
possible. There are no restrictions on the number of pipestages you can use. You may want to
first describe the actions that must be performed by each stage in English. Then show the pipeline
stages (what resources are needed in each stage) and what is stored in tiRipestdge
LatchesO.

What possible hazards can you think of for JSR. Lishasy hazards as you can think of, both
when JSR instructions depend on other instructions and other instructions depend on JSR
instructions.

Key.

Note that we | am asking is only to show the JSR (not how arguments are passed). So we only
need to make sa that the current PC is saved in R31 (in Write Back), the offset is added to

current PC, and this value is copied to PC. So we need to pass the current PC value all the way to
Write Back. We also have to generate 0310 as the value of the destinatien regi

I have not drawn the pipeline diagram here because it takes a lot of my time to draw the diagram.
But here is what we need to do in term of passing values

IF/ID: Nothing new. We simply pass the instruction along with the value of PC +4 (notE that
already increments PC value).



ID/EX: Since now we know that the instruction is JSR, we pass the Instruction, PC+4 that we
already received from IF/ID, pass sigrtend value of the offset (from 26 bits to 32 bits), pass
0310 as the destination registanber.

EX/MEM: We now have the address of the branch (adding theesiggmded offset to PC. We
can send this value directly back to PC or pass this value to EX/MEM. We also pass the original
PC+4 and 31 as the destination register number.

MEM/WB: just pass what we received from EX/MEM (expect for the branch target address
which will be loaded into PC).

Now we can store the PC+4 value received into R31.

Hazards. Since this a branch instruction, we may be fetching instruction into the pipeline that
mug be deleted.

The other hazard (actually a logical error) that is possible is the use of R31 by other instructions.
So if a succeeding instruction is using R31, we have to either wait until JSR does a write back, or
consider forwarding the value.

Note hat some of you did a Write back to R31 in EX stage (or even in ID stage). This causes
hazard for an instruction already in the pipeline in WB stage. To avoid this hazard you need to
provide 2 write ports to registes.

3. (30%). In this problem, we will @ore design alternatives that make tradfs between using
branch target buffers for branch prediction, more cache memories and multiple pipelines
(superscalars).

a) The first design is a single pipelined system that uses much larger cache memories. The
average number of cycles per instruction in this pipelined (when a hit in cache) is 1.5. Since we
have large cache, we will assume a miss rate of 5%. We will also assume this processor as having
the base clock rate all other designs will be specifiedttva clock rate as a relative number.

b) In the second design, we will use a smaller cache, but will use an elaborate branch prediction
technique. The cache miss rate is 10%, while the average CPI in this pipeline is 1.2. Because of
the extra control fothe branch prediction hardware, the cycle time for this processor is 10%
longer (or slower clock) than the baseline.

¢) In the third design, we will use a superscalar with 8 pipelines. However, due to dependencies,
we can issue only an average of 75%h&f maximum issue rate. This design has even smaller
cache with an average miss rate of 20%. Due to the complexity of the design, we need to slow the
clock by 25% as compared to the baseline.

The cache miss penalty is 50 cycles based on the baseline clock

Compute the average CPI for each design alternatives, and compare the relative performances.

Key.



a). CPI=1.5+ (0.05*50) = 4.0 base cycles

b). 1.2 + (0.1*50) = 6.2 cycles that are 10% slower

= 6.82 equivalent base cycles
c). Here we need ffirst find the base cycle and then divide it b6 8*0.75 since we can issue
multiple instructions

[1+ (0.2*50 )]/6 = 11/6 = 1.83 cycles that are 25% slower

= 2.292 base cycles

In this case, the superscalar has the best CPI, followed by the simple wékino branch
prediction, followed by the branch prediction design.

Another way to interpret part c of the problem is as follows. Since on average we issue 6

instructions per cycle, the average base CPI =1/6 = 0.167 cycles

Now we can add cache mss phliy of 10 cycles to get 10.167 cycles that are 25% slower.
Or 12.70875 base cycles

Now the base design is the best, followed by the design, which uses branch prediction. Of course
this may not be a realistic interpretation since one would expectea 6&tt with multiple issue
than a single issue.



CSCI5700: Solutions To Midterm Exam
Thursday, March 6, 2003

1. (25%) Consider the following possible enhancements for floating point applications
Make multiplication 10 times faster
Make Load/Store 4 ties faster
Make add 2 times faster

a). Using the averages for SPEC 2000 benchmarks shown on page 139 of the test book, indicate
the performance improvements (spegy) that is possible with each of the enhancements.

b). If you can choose any two enhaneents, together, which two will produce highest
improvements?

Key. From page 139, we have 8% FP multiply and 7% FP Add. For Load and Store, we include
all Load and Stores (both FP and integer), we have a total of 15+2+15+7 = 39%. But we only use
FP Load ad Store we have 22%.

a). Making FP Multiply 10 times faster gives us
1/(0.92 + 0.08/10) = 1/0.928) = 1.0776 Or 7.76% speedup
Making Load/Stores 4 times faster
Only FP load stores
1/(0.78+0.22/4) = 1/0.835 = 1.198 or 19.8% speedup
All Load/Stores
1/(0.61+0.39/4) = 1/0.7075 = 1.413 or 41.3%
Making FP adds 2 times faster
1/(0.93+0.07/2) = 1/0.965 = 1.036 or 3.6%

Thus Load and Store improvement achieves highest agesed

b).
Multiply + Load/Store (only FP load/store)
=1/(0.7 + 008/10+0.22/4) = 1/0.763 = 1.311 (or 31.1%)
Multiply + all Load/store
=1/(0.53 + 0.008+ 0.0975) = 1/0.6355 = 1.574 (or 57.4%)

Multiply + Add
= 1/(0.85+0.008+0.035) = 1/0.893 = 1.12 (Or 12%)

Add and FP Load/Store
1/(0.71+0.035+0.055) = 1/0:81.25 (or 25%)
Add and all Load/Store
1/(0.54 + 0.035+0.0975) = 1/0.6725 = 1.487 (48.7%)
So, Multiply along with Load/Store yield highest speedups.

2. (25%) Examine the following code segment. Assumei@@e pipeline and normal forwarding
data on RadAfter-Write Dependencies.

Loop: LD R3, O(R5)



ADDD R7,R7,R3

LD R4, 4(R5)
MULD RS, R8, R4
ADDD R10, R7, R8
SD R10, O(R5)
BEQ R10, R11, Loop

a). Show how many cycles are needed to execute this sequence of code.
b). Can you reorder the istructions to improve the number of cycles needed. Show the reordered
code.

Key. Assuming normal forwarding, only LD following by an Arithmetic instruction causes a
stall. We will also assume that Branch causes a stall. Thus

Loop: LD R3, O(R5)
Stall
ADDD R7,R7,R3
LD R4, 4(R5)
Stall
MULD R8, R8, R4
ADDD R10, R7, R8
SD R10, O(R5)
BEQ R10, R11, Loop
Stall

We need 10 cycles.
If we use flow diagrams through the pipeline we have

Cycle 1/2]|3|4|5|6|7|8|9]10[11]12]13
LD R3, O(R5) FID|E|M|wW
ADDD R7, R7, R3 FIS|D|E W
LD R4, 4(R5) FID|E|M|wW
MULTD R8, R8, R4 FIS|D|E|M|W
ADDD R10, R7, R8 FID|E|M|wW
SD R10, O(R5) FID|E|M|wW
BEQ R10, R11, LOOP FID|E|M|wW
FIs|s|s

b). Reordering the code is easy. | will also assume one delay slot so that we will have no stalls.

Loop: LD R3, O(R5)
LD R4, 4(R5)
ADDD R7, R7, R3
MULD RS, R8, R4
ADDD R10,R7, R8
BEQ R10, R11, Loop
) R10, O(R5)

Without any stalls, each iteration of the loop will take 7 cycles.



The flow through the pipeline is shown below.

Cycle 1/2|3|4|5s5|6|7|8]9]10]11
LD R3, O(R5) F E[M|wW
LD R4, 4(R5) FID|E|M|wW
ADDD R7, R7, R3 FID|E|[M|w
MULTD RS, R8, R4 FI|D|E[M|W
ADDD R10, R7, R8 FID|E|[M|wW
BEQ R10, R11, LOOP FID|E|M|W
SD R10, O(R5) FID|E|M| W

3. (30%) For the code in problem 2, let us assume that the latency for multiplication is 5 cycles
and the latency for ADD is 3 cycles. The latency for all other instructions is 1 cycle.

Using singleissue speculative processor, show a table similar toothgitage 237 (note we are
using single issue unlike the figure on page 237). Show the table for 3 iterations of the loop.

Key.
Write to

Iteration Issued Executes |Memory CDB | Commits Comments
1 |LDR3, 0(R5) 1 2 3 4 5
1 |ADDD R7,R7,R3 2 5 8 9 Wait for LD
1 |LD R4, 4(R5) 3 4 5 6 10
1 |MULTD RS, R8, R4 4 7 12 13 Wait for LD
1 |ADDD R10, R7, R8 5 13 16 17 Wait for MULTD
1 |SD R10, O(R5) 6 17 18 18 Wait for ADDD
1 |BEQ RI10, R11, LOOP 7 17 18 Wait for ADDD
2 |LD R3, 0(R5) 8 9 10 11 19
2 |ADDD R7, R7, R3 9 12 15 20 Wait for LD
2 |LD R4, 4(R5) 10 11 12 13 21
2 |MULTD R8, R8, R4 11 14 19 22 Wait for LD
2 |ADDD R10, R7, R8 12 20 23 24 Wait for MULTD
2 |SD R10, O(R5) 13 24 25 25 Wait for ADDD
2 |BEQ R10, R11, LOOP 14 24 25 Wait for ADDD
3 |LD R3,0(R5) 15 16 17 18 26

Wait for LD and previous

3 |ADDD R7, R7, R3 16 19 22 27 addd
3 |LD R4, 4(R5) 17 18 19 20 28 Wait for SD
3 |MULTD R8, R8, R4 18 21 26 29 Wait for LD
3 |ADDD R10, R7, R8 19 27 30 31 Wait for MULTD
3 |SD R10, O(R5) 20 31 32 32 Wait for ADDD
3 |BEQ R10, R11, LOOP 26 31 32




Note we are using a single issue and not multiple issue. We will assume one FP adder, one FP
Multiplier, one LD/SD unit (I am not using multiple reservations stations with adders and
multiplier). We need to accoti for possible structural hazards in starting instructions. We may
have delay an issue if the required functional unit is not available (you can show this also as
delaying execution). Likewise we may have to delay posting results on CDB if the CDBgs bein
used by earlier instructions. In this example this we need no delays due to structural hazards.

Also in this example we are committing one instruction at a time (except for SD since there is no
commit needed). However, it may be possible to comminhstfuctions that have completed.

So we have a total of 32 cycles to complete 3 iterations or 10.67 cycles per iteration or 21
instructions in 32 cycles for an IPC of 0.657 instructions per cycles.

4. (20%) Consider designing astage pipeline instead the standard Stage pipeline. We will
combine the EX and MEM stages into a single stage.

a). Describe (and draw) what changes to the hardware are needed (including any additional
resources such as adders, comparators, etc).

b). Are there any advanteg to using a-4tage pipeline as compared to usingsidge pipeline?

Key. a). Note that we need to compute the effective address of the memory. In a 5 stage pipeline
we complete the effective address computation in EX and then use the result toresnesg in

MEM stage If we combine the EX and MEM, we either have to assume that the actual addition to
compute effective address and the memory access can be completed in the same cycle (slow the
clock), and need to consider using a separate adder ind®estage to compute the effective
address. As done for branch, here we compute an effective address for all instructions whether
they are memory access or not, and if the decode indicatesraamary, we simply discard the

output of the effective addresalculator.

Again this may not be very feasibl2in Decode we also access the registers (usually on the
trailing edge of a clock). So we have to read the registers and then compute the effective address
all in decode stage.

One way to make this work te change how memory is addressed. If we assume that we only
have register indirect or absolute address modes (no addition is needed to compute effective
address), then the hardware is feasible. In other words we only have Load (or Store) in the
following formats

Load Rd, (Ri)

Load Rd, displacement

b). The main advantage of a shorter pipeline is the number of stalls one can eliminate due to
hazards. Now, using normal forwarding, the data from LD can be forwarded to the following
arithmetic instructiorfunlike in problem 2).

There are several disadvantages though. As pointed out in my solution to part (a), the hardware
may not be feasible in terms of implementing-stage, unless, we change the instructions and
assume that all memory addresses areceithgister indirect or absolute (that is no need to
compute an effective address). Or we will have to slow the clock to accommodate the effective
address calculation following by memory access in the combined EX/MEM stage. Since all
stages must by synchrized the entire clock for the system will be slowed.



Also, remember that in a perfect pipeline, the speed up we can achieve is equal to the number of
pipestages. That is in a&age pipeline; we can get a speed up of 5. So if we use ordyage
pipdine, we can only get a speed up of 4.






