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1 Introduction 
In a recent article Broy [Bro06] describes grand challenges facing software engineers. Implied in the 

grand challenges is the need for test-beds and benchmark applications that facilitate rigorous experimental 
validations. Our goal is to address this need in real-time and embedded software systems. In this research, 
we request funding to develop such infrastructure that will enable researchers in this domain to rapidly 
perform scientifically rigorous experimental assessment of various tools and techniques aimed at helping 
achieve high-assurance real-time net-centric embedded systems. The High-Assurance Real-time Net-
centric Embedded Software Systems (HARNESS) infrastructure will be developed by researchers at the 
participating institutions: Arizona State University (ASU), Southern Methodist University (SMU), the 
University of North Texas (UNT), the University of Texas at Arlington (UTA), and the University of 
Texas at Dallas (UTD).  

Net-centric operation is an emerging paradigm and family of tactics, techniques, procedures, and 
capabilities that utilize a networked environment to meet new and evolving challenges through 
information integration and adaptive solutions. Net-centric computing focuses on the network as a way of 
integrating diverse resources and services, and has as its primary goal to support dynamic creation of 
solutions to unanticipated threats and malfunctions.  Applications of net-centric systems range from 
emergency response systems to defense systems, medical and healthcare systems, transportation systems, 
and other mission- and safety-critical systems. These applications pose an urgent need for high-assurance, 
highly available software as well as systems engineering techniques. 

As more and more novel net-centric technologies are developed, assessment, evaluation, and testing 
of these technologies are grand challenges in software engineering. Academic as well as industrial 
technology inventors need to assess, evaluate, and compare technologies they invent to identify the 
strengths and weaknesses of the technologies. Companies that plan to adapt net-centric technologies want 
to evaluate and compare products from different vendors. Unfortunately, it is impossible for many 
research institutions and industrial concerns to thoroughly evaluate the technologies in a realistic setting. 
On the one hand, evaluation and testing of net-centric systems requires a comprehensive set of tools and 
run-time environments including distributed hardware and software resources. On the other hand, many 
research institutions and/or research groups do not have the financial resources to establish such an 
infrastructure. Even if an institution can afford to pay for the entire infrastructure and absorb the on-going 
maintenance cost, it is not economical to do so because the utilization of the facilities by the researchers 
of only one institution may not justify the investment. In addition to affordability and cost-effectiveness, 
there is the need to create benchmark applications for evaluating and comparing net-centric technologies.  
The proposed infrastructure along with a suite of benchmark applications aims to address the need for a 
shared infrastructure. To our knowledge, no similar open infrastructure is available to academic 
researchers. 

The intellectual merit of the research lies in the development of the versatile test-bed and benchmark 
applications that will permit researchers to experimentally validate their high assurance software 
methodologies and tools. Computer systems architects have significantly benefited from the availability 
of versatile simulation tools (e.g., Simplescalar [Bur97]) and benchmark suites (e.g., SPEC, EEMBC). 
This HARNESS infrastructure is proposed in a similar vein for the development of embedded net-centric 
software.  



The broader and immediate impact of the HARNESS infrastructure will be to substantially raise the 
quality, scale, and scope of experimental research by the participating institutions in the area of net-
centric systems.  More broadly, it will lead to the development of practical tools and techniques that will 
help achieve highly dependable net-centric embedded systems, thus paving the way for the development 
of numerous applications that are mission-critical and safety-critical in nature. This process will also help 
foster a strong scientifically based experimental paradigm for this and other software and systems 
engineering areas.  HARNESS will provide capabilities that will greatly enhance the quality of 
undergraduate and graduate courses in embedded and real-time computing by enabling students to work 
on realistic embedded systems.  It will also lead to doctoral dissertations and MS theses in key areas of 
research related to net-centric embedded systems.  From the beginning the infrastructure will be available 
to researchers at the participating institutions. Once the test-bed and the benchmark applications reach a 
stable and usable state, the infrastructure will be made available to other institutions through integration 
with the NSF Global Environment for Network Innovations (GENI). 

The effectiveness of the HARNESS infrastructure will be evaluated by the number of researchers that 
utilize the infrastructure and its impact on their research. New research in the development of high-
assurance software systems for targeted system and its adaptation by industrial partners is another 
measure of the success of the infrastructure. Finally, the HARNESS infrastructure will be measured by 
the number of related courses taught and the number of students benefit from using the infrastrucutre at 
participating institutions and elsewhere. 

The rest of the proposal is organized as follows. Section 2 identifies the specific needs that this 
project meets and presents the details of how the proposed infrastructure will be developed to meet them. 
Section 3 discusses the schedule and project management and Section 4 presents the broader educational 
and scientific impacts of the proposed infrastructure. Section 5 summarizes the results from prior 
research. 

2 HARNESS Research Infrastructure 
Net-centricity is an unprecedented systems development paradigm that is being promoted as a way to 

address the complexity of modern software-intensive systems, which are heterogeneous, distributed, real 
time, where services are created and composed dynamically at run time in real time. In addition, these 
systems are required to meet stringent high-assurance and real time requirements. A major impediment to 
advances in methods of achieving highly dependable real-time net-centric (RTNC) systems is the 
difficulty in validating the efficacy of new techniques. Validation of software development techniques is 
in general difficult because academic researchers do not have access to real-world benchmark 
applications and realistic test-beds that can be used to guide scientifically rigorous experiments. The 
validation problem becomes even more challenging when dealing with software for high-assurance net-
centric real-time and embedded systems due to the complex convergence of several difficult issues, 
including the distributed nature of these systems and their interactions with the physical world, such as 
the tele-operation of a group of unmanned air-borne vehicles (UAVs). A good test-bed (or infrastructure) 
should permit researchers to investigate the following issues: 

• How to deploy candidate applications across a large network? Evaluating these applications in a 
local area environment may not reveal all potential problems. 

• How to analyze the capability of the approach for different conditions, such as outages of nodes 
and links, security attacks, etc. 

• How to test the overall system? Typically, inputs may need to be injected at multiple points in the 
network with real-time coordination. 



• How to analyze specific properties of a deployed system, such as the absence of deadlocks and 
live-locks and adherence to resource constraints? 

• How to enable a research team situated at one site to effectively monitor a complex application 
deployed across a large network? 

The proposed infrastructure and benchmarks are conceived to facilitate such investigations by 
researchers at participating institutions. Further, the open and service-oriented architecture of the 
infrastructure will allow its easy access to researchers from other institutions. 

The HARNESS infrastructure will provide a geographically distributed computing and 
communication platform and will include a range of sensors and actuators located at various sites to 
facilitate the evaluation of high-assurance techniques in the context of real-world net-centric systems. The 
network will be augmented with dedicated communication mechanisms to facilitate the deployment of 
real-time net-centric (RTNC) applications. It will provide a suite of benchmark applications developed in 
partnership with industry to capture a range of critical real-time and embedded applications. For 
assessment purposes, the infrastructure will include tools to analyze specific dependability properties of 
an application as well as testing and evaluation of the system. To enable monitoring of all aspects of the 
application under test, the infrastructure will include powerful visualization tools that capture and display 
information related to validation of the techniques developed by researchers. The infrastructure will be an 
open platform based on service-oriented architecture (SOA) concepts to enable augmentation with new 
services, tools, and techniques. It will include a repository management system to keep track of all the 
resources, to enable remote access to the resources, and to permit on-line enhancement of the resources.  

The HARNESS infrastructure will be designed to support rigorous experimental assessment of 
research in high-assurance software and systems engineering research. Specific examples of research that 
will be enabled by HARNESS include the assessment of ultra-high dependability assurance techniques, 
including cost-effective fault tolerance techniques for enhancing the reliability and availability of a 
system without compromising its performance, safety assurance methods that are resilient to widespread 
network outages, and security assurance techniques for thwarting malicious security attacks. It will also 
enable novel research in the areas of dynamic system monitoring and adaptation techniques, including 
automated generation of the code for distributed monitors and automated adaptation techniques to cope 
with unexpected conditions. The infrastructure will be useful for assessing the efficacy of automated code 
synthesis and composition methods for rapidly building highly dependable real-time net-centric 
embedded applications. Furthermore, it will serve as a platform for the experimental evaluation of new 
distributed fault-injection and threat-injection techniques as well as distributed testing and visualization 
techniques. 

Clearly, to be able to accommodate the needs of various research institutions and projects, the key 
design consideration of the HARNESS infrastructure is the ability of the infrastructure to grow and 
evolve. This leads to the fundamental concept of an open systems framework. Our research indicates that 
a repository of six categories of loosely coupled, integrated, and interoperable resources can best serve 
this purpose. These include: 1) real time, distributed operating systems and network to run net-centric 
applications, 2) net-centric system environment management, 3) net-centric systems testing, 4) net-centric 
systems modeling, analysis, and verification, 5) evaluation results visualization, and 6) a set of 
benchmark applications to be used as standards for evaluating and testing novel net-centric 
technologies,.  

The concept of a repository of loosely coupled resources implies that new resources can be easily 
added and removed. Loosely coupled resources can be integrated more easily and used more 
independently to satisfy various needs of institutions and projects. Interoperability implies that the 
repository of resources as a whole can be utilized to systematically evaluate and test complex, large-scale 
net-centric systems. One serious drawback of current evaluation and testing facilities and tools is that they 



seldom can work together because integration and interoperability are not a design consideration. Our 
repository will incorporate many of the existing research tools developed by the participating universities 
and elsewhere. In addition, the design of the infrastructure facilitates the incorporation of new research 
results into the infrastructure.  

In the following sections, we discuss the design of the infrastructure and describe each of the six 
categories of resources to be provided by the infrastructure. 

2.1 Enabling Platform for Net-Centric Real-Time Applications 

The proposed infrastructure will provide a shared platform for testing and evaluating net-centric 
applications. In particular, the infrastructure will maintain an evolving suite of tools and capabilities that 
can be used by researchers to evaluate their high-assurance net-centric systems engineering technologies 
in a realistic net-centric environment. The infrastructure will provide: 1) a repository of real-time 
operating systems to run net-centric applications, 2) a set of sensors and actuators that can be used to 
build actual real-time network-centric applications, and 3) a repository of tools and assessment 
capabilities in terms of services with standard interfaces to accommodate the needs of research in a wide 
variety of net-centric system architectures. 

2.1.1. Real-Time Operating Systems 

Many net-centric applications are real-time embedded in nature. Therefore, the infrastructure must 
provide real-time operating systems (RTOS) to run such applications so that testing and evaluation of 
such applications can be carried out [Hao06][Tsa06]. Both RTOS and general-purpose operating systems 
provide similar sets of services: 1) task scheduling, 2) task synchronization and communication, 3) 
interrupt handling, and 4) dynamic memory allocation. The main difference is that an RTOS offers 
deterministic timing behavior, (meaning that the services consume known and expected amount of time), 
which can be computed from given parameters. This is because RTOS are designed to manage software 
running on embedded systems that must satisfy timing constraints. To provide maximal flexibility, we 
will include both open source and commercial RTOS products. Examples of open source RTOS include 
eCos (http://ecos.sourceware.org/), Fiasco, FreeRTOS, Phoenix-RTOS, RTLinux, Shark, and TRON, 
among many others. Examples of commercial RTOS include INTEGRITY, ThreadX, and similar 
products such as VxWorks, Nucleus RTOS, OSE, QNX, LynxOS, Windows CE, and several realtime 
Unix systems.  

In a sense, our platform suite will potentially include any open-source RTOS since we can access 
them as needed at no cost. In contrast, we need to carefully choose the commercial products in which we 
will invest. The two most widely-used commercial RTOS products are INTEGRITY, from Green Hills 
Software, Inc., and VxWorks from Wind River. 

 INTEGRITY is intended for use in embedded systems requiring maximum reliability, availability, 
and fault tolerance. It uses hardware memory protection to isolate and protect itself and user tasks from 
incorrect operations caused by accidental errors or malicious tampering.  

VxWorks supports both hard and soft real-time systems. All real-time applications must perform 
computations within deadlines. By definition, when a real-time system misses a deadline, it fails. 
However, the meaning of failure varies. In some real-time applications, a failure can put lives at risk. 
Such applications are called hard real-time applications. In other applications, the results remain useful 
even when deadlines are missed. Examples are entertainment applications and many communications 
applications. Such applications are said to be soft real-time applications. VxWorks is designed to support 
a variety of both hard and soft real-time applications within a single framework. 



2.1.2. Tools for Evaluating Net-Centric Systems Architecture 

To support evaluation of net-centric systems architecture, the infrastructure needs to provide 
performance simulation tools, energy measurement tools because many net-centric operations have to run 
on battery for an extended period of time, compilers for various architectures, and network 
communication capabilities for running net-centric applications. We propose to use three major 
simulation platforms for networks and systems performance evaluation: (1) NS2 an NSF funded open 
source platform, (2) OPNET an industry leading commercial platform, and (3) QualNet, another set of 
commercial network simulation tools, available from Scalable Network Technologies. At a future date, 
we will acquire and integrate simulation and analysis tools for investigating novel architectures, power 
management techniques, and compiler optimizations. 

OPNET Modeler is the industry's leading environment for network modeling and simulation, allowing 
one to design and study communication networks, devices, protocols, and applications with unmatched 
flexibility and scalability. Modeler is used by leading network equipment manufacturers, network 
providers, and academia to accelerate the research and development of network devices and technologies. 

Modeler is based on a series of hierarchical editors that directly parallel the structure of real networks, 
equipment, and protocols. The Project Editor graphically represents the topology of a communications 
network, whereas the Node Editor captures the architecture of a network device or system by depicting 
the flow of data between functional "modules" representing applications, protocol layers, algorithms, and 
physical resources, such as buffers, ports, and buses. Process models that are developed in the Process 
Editor are assigned to various Modules to achieve any required behavior. 

NS2 Simulation Platform is the most popular open source simulator used in academic research. Its 
popularity is mainly due to its extensibility and online documentation. However, one of the problems of 
NS2 is its object-oriented design that introduces heavy interdependency among modules. Such 
interdependency sometimes makes the addition of new protocol models extremely difficult, often only 
experts can handle the complexity. Unlike simulations of traditional networks, simulation of real-time 
net-centric (RTNC) embedded systems will involve non-standard protocols and algorithms as they are 
often tailored for a particular application with specific features and requirements. To that end, in this 
project we propose to develop application-specific NS2 simulation models that will be made available for 
quick and easy system simulations. 
QualNet Parallel Developer allows users to design, develop and run custom simulation of large networks 
through the use of distributed and cluster parallel computing. Some of the features of QualNet include the 
capability to perform real-time simulation, support for a variety of parallel platforms, and availability of 
protocol models that are pre-optimized for parallel execution. It has been used extensively in military 
applications as well as in university settings and technological industries in more than 30 countries. As 
such, it will be a useful addition to our suite of network simulation. 

2.2 Environment Management 

Environment management in HANESS focuses on providing tools and infrastructure to assess the 
capability of dependability assurance techniques for handling various reliability, performance, and 
security problems due to hardware problems, software defects, dynamic aberrations, and security attacks. 
We will focus on acquiring, developing, and integrating tools for fault injection and security attack 
simulation. 

2.2.1 Fault Injection 

Fault injection is a testing technique for purposefully introducing faults in systems to measure their 
response to those faults [Arl90][Ben03][Hsu97][Voa98]. It can be used in hardware, software, and 
systems in general, particularly the dynamic interactions and transient behavior involving multiple 



components or subsystems. One basic assumption is that these faults are infrequent or related rare-events 
and environmental disturbances, thus typically beyond the coverage scope or usage scenarios of normal 
testing [Voa95] (see Section 2.3). 

For hardware, faults can be injected into simulations of the system, as well as into the 
implementation, with the primary purpose of measuring the fault tolerance or robustness of the system. 
Faults can also be injected directly into software systems. As a result of fault injection testing, 
corresponding software design or implementation changes can be implemented to eliminate or tolerate 
similar faults [Che93][Tia05][Voa98]. A closely related software testing technique is mutation testing, 
where software faults, or mutants, can be introduced systematically to evaluate the effectiveness of the 
existing test suite and to enhance it accordingly if certain weaknesses in the suite are found 
[Ham77][How82][Tsa05]. Alternatively, software faults can be injected systematically based on defect 
classification data such as using the orthogonal defect classification [Chi92] or identification of high-risk 
areas [Tia00]. Candidate tools from these three categories are considered below: 

1) Tools for injecting various hardware faults into the deployed application, ranging from local 
outages to widespread outages that may occur due to environmental disasters (hurricanes, floods, 
earthquakes, etc.). Most of the existing fault-injection tools are academic and research tools or prototypes 
that work on small scale fault injection for local outages. For example, MESSALINE [Arl90] and 
MEFISTO [Jen94] from LAAS-CNRS are for pin level testing and for injecting faults into hardware 
simulation respectively.  

There are various “software-based” tools for injecting hardware and system faults, sometimes referred 
to as software fault injections tools, including: Ferrari [Kan95] that uses software traps to inject CPU, 
memory and bus faults, Ftape [Tsa96] that uses bit-flips to inject faults into user-accessible registers, 
memory locations, and disk subsystem, Doctor [Han95] that uses time-out, trap, and code modification to 
trigger CPU, memory, and communication faults, and Xception [Car98] that uses a processor's built-in 
hardware exception triggers to trigger fault injection. 

2) Tools for injecting faults into the software, (e.g., to simulate coding errors as well as changes due 
to single event upsets) including: JACA and related tools (ATIFS, etc.) [Luc03] that injects faults during 
run-time by corrupting attribute values, methods parameters, or return values, Holodeck 
(http://www.securityinnovation.com/holodeck/) that claims to be the "first commercially available fault-
simulation tool" for Windows Applications, Windows Services, or Web Services. [Che93] developed a 
tool that deterministically inject faults in fault tolerance software and communication software in 
distributed systems to systematically activate and evaluate the fault handling mechanisms. Also closely 
related are the various tools for mutation testing and defect- or risk-based testing 
[Ham77][How82][Chi92][Tia05]. 

3) Tools for injecting transient faults into the system, including those due to electromagnetic noise, 
network congestion, interaction with other applications, etc., including: FITS for time-triggered systems 
[Hex03], ORCHESTRA [Daw96] that uses script-driven probing and fault injection for testing the 
reliability and liveliness of distributed protocols, LOKI [Cha00] that injects faults in distributed systems 
based on a global state of the system inferred from a partial view. 

During the project duration we will evaluate several of these tools for inclusion in the HARNESS 
infrastructure. 

2.2.2 Security Attack Simulation 

Just as with reliability, security is one of the biggest considerations for real-time distributed 
applications. In the past, the security industry and the research focused on fighting system and network 
level security attacks. Several tools are available in the market for Windows, Unix, and Linux platforms. 
A good survey of tools is described in [Uns06]. These tools are geared towards detecting and eliminating 
well-known attacks and include password crackers, firewalls, Intrusion Detection Systems (IDSs), port-



scanners, port scan detectors, and other security tools. There are sets of tools and solutions developed to 
determine the security specific quality of systems and applications through load testing and security stress 
testing [Ngu01]. 

However, recent studies have revealed that more than 75% of current security attacks are focused on 
exploiting software vulnerabilities. Some of the major vulnerabilities and exploitations include buffer 
overflow attacks, SQL injection attacks, cross-site scripting, DoS attacks, and race conditions [Pei05]. 
Some of the advanced tools try to protect against these attacks by determining policy violations, coding 
errors and design flaws and through automated analysis of semantics, data flow and control flow of the 
applications under consideration [Oun05]. 

 (a) One set of tools target system and network vulnerabilities. The following are some of the most 
popular tools in this set: 

 Nessus is a free UNIX based network vulnerability scanner. It supports remote and local 
(authenticated) security checks, a client/server architecture with a GTK graphical interface. It also 
provides an embedded scripting language for writing customized plug-ins. 

 Wiresharp, formerly known as Ethereal, is a popular wireless packet capture and analysis 
program, especially suitable for 802.11 networks. It has versions that will run on UNIX and Windows 
platforms. 

 Snort is a lightweight network intrusion detection and prevention system, which is an excellent 
tool for traffic analysis and packet logging on IP networks. Snort is capable of detecting thousands of 
worms, vulnerability exploit attempts, port scans, and other suspicious behavior through protocol 
analysis, content searching, and various pre-processors.  

John the Ripper is a powerful, yet flexible, multi-platform password hash cracker. It is currently 
available for several flavors of Unix, DOS, Win32, BeOS, and OpenVMS. The main application of it 
is as a tool to detect weak Unix passwords. It supports several crypt(3) password hash types that are 
commonly used with various Unix flavors, Kerberos, and Windows NT/2000/XP LM hashes.  

(b) Another class of tools available in the market are aimed at performing load testing and stress 
testing various net-centric applications. Some of the tools include:  

 JMeter [Apa05] is a JAVA open source load-testing tool. It is used to test both static and dynamic 
web applications. Also, it can be used to run FTP, JDBC, Servlets, Perl scripts performance tests. It 
runs on Both Win32 and UNIX platforms.  

Web Application Stress Tool (WAS) [Mic02] is a free tool from Microsoft which is used to 
simulate multiple browsers requesting pages from a web site. It can also be used to gather 
performance and stability information about a web application.  

Open System Testing Architecture (OpenSTA) [Ope05] is designed around CORBA. It has the 
capability of performing scripted HTTP and HTTPS heavy load tests with performance measurements 
from Win32 platforms.  

TestMaker [Pus05] is developed in JAVA. It is capable of testing HTTP, HTTPS, SOAP, XML, 
RPC, and Mails (SMTP, POP3 and IMAP). It can also be used for building test agents.  

  (c) Another set of tools, namely RTPM (Real-time protocol monitoring), developed in the SMU 
HACNet Lab [Ind05] will be made available to the project. These tools provide security assurances to 
distributed network protocols through real-time monitoring of protocol execution progression to 
determine malicious activities by participating entities. 

During the project we will evaluate several of these tools for integration on HARNESS. 



2.3 Test Data Generation/Execution Capabilities 

Test generation and execution must take into consideration the distributed, real-time, embedded 
nature of net-centric systems. Test generation can be specification-based or code-based. In specification-
based test generation, tests are generated directly from specifications, whereas in code-based test 
generation, programmers first write  program based on the specifications, and then generate tests based on 
execution paths of the program to satisfy certain coverage criteria such as statement, branch or data flow. 
Code-based test generation is more useful for unit testing when individual modules are tested, and 
specification-based test generation is useful for system testing when the entire system is tested during 
integration. Existing tools include AETG from Telcordia Technologies’ [Coh97] and Maurer’s DGL 
[Dgl04], both generate input sequences accepted by the system under test but not the expected responses. 
In order to use such tools, the user must provide an oracle that simulates the system behavior and is used 
to check the correctness of the actual output. Commercial tools that generate both test cases and expected 
outputs include T-VEC [TVG06], Conformiq Test Generator [Con02] (which generates test cases from 
UML state diagrams), Reactis (which generates test cases from models in the SimuLink and StateFlow) 
[Rec06], and the Telelogic Tau TTCN Suite (which generates test cases from SDL models) [Tau06]. In 
addition, there are many academic tools such as TOSTER [Tos99], and AGEDIS [Age00]. We will 
acquire some of the tools discussed above. 

Net-centric systems can be composed dynamically from a pool of available software services. As a 
result, it is essential to incorporate both component/service level and system level test execution 
capabilities into the HARNESS infrastructure. To determine whether a single component functions 
properly, unit level test execution approaches and tools can be applied. If the unit testing is done 
successfully, there are several benefits. It may facilitate changes, simplify integration, help 
documentation, and separate interfaces from implementation. We need to apply well-structured and 
repeatable unit testing based on the requirements of the components of net-centric embedded software 
system. We will evaluate existing tools to make sure they can be integrated into our infrastructure or 
adapted and/or redeveloped before being used. Potential candidates of the unit testing tools include JUnit 
[Hun03] [Hus03], NUnit [Hun04], CUnit [Kum04], CTC++ [Tes_1], AUnit [Lib_1] and XMLUnit 
[Bac03]. 

System level test execution should be used to evaluate the software product's compliance with its 
specified requirements. This is also called “functional testing.” It contains a set of test cases which 
validate various features of the software system. Both normal inputs and erroneous inputs should be 
entered into the system to test user interfaces, APIs, database management, security, installation, etc. We 
will select some commercial products and open source tools including Mercury QuickTest Professional 
[Mer_1], Mercury WinRunner [Mer_2], AutoTester ONE [Aut_1], QACenter [Com_1] and Rational 
Robot [Rat_1]. 

Another objective of system testing is to evaluate that the software product satisfies the non-
functional requirements such as performance, reliability, etc. There are tools to serve these purposes. For 
example, LoadRunner [Mer_3] is a load testing tool for predicting system behavior and performance. DB 
Stress [DB] is a database stress testing tool. Vantage [Com_2] is a tool for managing the performance of 
database servers, networking applications, etc. CASRE (Computer Aided Software Reliability 
Estimation) [Casre], FREstimate [Fre], SMERFS (Statistical Modeling and Estimation of Reliability 
Functions for Systems) [Smerfs], and SWEEP (Software Error Estimation Program) [Sweep] are tools for 
predicting software reliability. We acquire these tools and integrate them into our HARNESS. Some of 
these tools may be used for modeling analysis described in Section 2.4. 

Another desired feature of test execution tool support for HARNESS is that the test cases can be run 
in an environment identical to the targeted production environment(s). Also, the testing tools should 
support client site testing, testing from remote facade, in container testing. For this part, we will include 
appropriate tools or develop tools as necessary. 



2.4 Modeling, Analysis, and Verification Tools 

We propose to acquire available tools that permit formal verification of functional and non-functional 
properties of net-centric software systems. We will extend and augment these tools to permit both design-
time and run-time analyses. Some testing tools described in Section 2.3 may be used for modeling and 
analysis also. 

Many real-time net-centric systems are deployed in a safety-critical environment. Failures in those 
systems can cause severe consequences. It is vitally important to obtain a higher level of confidence about 
these systems. One approach to accomplishing this is to apply formal verification to critical components 
of these systems. Unlike testing, which makes a trade-off between test coverage and test effort, formal 
verification tries to maximize test coverage by systematically checking all possible behaviors that can be 
exercised by a given system. 

A commonly used approach to formal verification is model checking, which involves systematically 
exploring the state space of the subject system and checking safety and liveness properties specified using 
logic formalisms [Cla00]. Traditionally, model checking has been applied at the specification level and at 
the design stage, where a formal specification is built and verified prior to its implementation 
[Hol03][McM92]. However, formal specifications are often not used in practice. Moreover, a correct 
formal specification does not necessarily lead to a correct implementation, since bugs can be introduced 
during implementation. To address these problems, recent efforts have tried to apply model checking at 
the implementation level. Some of these efforts [Tom01] [Hen03] automatically build an abstract model 
from an implementation and then apply traditional model checking techniques to verify the abstract 
model. Other efforts [God97][Lei06] directly explore the state space of the actual implementation, 
without building any abstract models of the code 

We propose to acquire both specification-level and implementation-level model checking tools that 
are suitable for verifying real-time net-centric software systems, and integrate these tools, with necessary 
adaptations and/or extensions, into the HARNESS infrastructure. In the net-centric paradigm, systems are 
no longer constructed as a fixed set of capabilities but a set of highly reliable services that can be 
dynamically created from acquired services. The ability to model services as the first-class entities and to 
reason about their behavior is essential for a model checking tool to support this paradigm. Also, since 
services are composed on-the-fly, support for compositional verification is important so that systems do 
not have be re-verified as a whole when component services are added, removed and/or replaced. 
Compositional verification is also a key to reduce the complexity of the model checking process. Other 
desired capabilities include support for verifying timing constraints and for specifying inter-process (or 
inter-services) communication.  

Initially, we will focus our investigation on three model checking tools, namely, Uppaal [Ben95] 
[Beh04], SPIN [Hol97][Hol03], and RichTest [Lei06]. Uppaal is an integrated model checker that 
supports modeling, analysis and verification of real-time systems modeled as networks of timed automata. 
SPIN is a widely used model checkers for verifying concurrent software systems that are modeled as 
communicating finite state machines. RichTest is a model-checking tool developed at UTA that can 
perform model checking at the implementation level. We will also investigate other model checking tools 
that provide or have the potential to be adapted and/or extended to provide, the capabilities mentioned 
above, including Kronos [Yov97], SMV [McM92], and VeriSoft [God97]. All these tools are free for 
non-commercial applications in academia. 

In addition to formal verification of functional properties such as liveness and safety, it is necessary to 
specify and verify non-functional properties of an engineered system. Among the non-functional 



properties of interest include reliability, performance, and probability of missing deadlines. The analysis 
is often based on stochastic processes. 

Over the past three decades, researchers have been using Petri nets to study the properties of complex 
dependable computer systems. Predicate-Transition nets, CSP and its variations, Finite-State-Machine 
and its variations have been used for formal specification and verification. Numerous software tools exist 
for the reliability and performance analysis of computer systems represented as Petri nets (see [Joh88] for 
a survey of such tools). Stochastic Petri-nets are typically used to analyze complex distributed processing 
systems in terms of performance and reliability. Numerous tools have been developed for stochastic 
analysis of Petri nets (GSPN [Mar89], GreatSPN [Chi85], SPNP [Cia89][Gei90]). In our previous work 
[Kav96], researchers at UNT have developed a tool to automatically convert algebraic specification of 
concurrent processes into Stochastic Petri nets such that SPNP could be used for analyzing non functional 
properties. The algebraic specifications in CSP were augmented with stochastic properties including 
reliability and execution time characteristics of underlying concurrent processes. 

The investigators at UNT have developed a different formalism based on dataflow model of 
computation that can be used for similar purposes [Che91] [Kav91] [Kav90] [Des89]. They have also 
developed tools for translating specifications in CSP to Petri Nets. The investigators have made modest 
gains in extending their dataflow graphs for formal specification and verification of concurrent processing 
systems. The proposed research draws heavily on this experience. 

More recently there has been considerable interest in stochastic process algebras (e.g., PEPA [Hil96]), 
which combine modeling checking capabilities of process algebras with stochastic processes for the 
purpose of performance and reliability analyses. 

These related researches convince us that a similar approach is applicable for modeling and analysis 
of net-centric systems. Where the stochastic properties associated with components can describe design 
attributes such as performance, reliability, deadlines. It is then possible to reason about system-level 
properties. Other possible analyses include performability of a net centric systems (ala [Kav94]). 

We will start with PEPA but augment the tool with the following capabilities: translate formal 
specifications to Stochastic Petri net to permit the use of analysis tools such as SPNP; translate UML 
specifications to PEPA in order to make the analyses capabilities more widely available to software 
designers. Preliminary work along these lines is already underway at UNT. 

2.5 Visualization Capabilities 

The visualization capability of the infrastructure must serve the following purposes: 1) guide the 
configuration and deployment of the system, 2) coordinate the testing and evaluation of the system, 3) 
trigger changes in the state of the environments, including the status of each entity (such as sensors and 
actuators) in the system, 4) monitor the current state and behavior of the system, 5) support dynamic 
reconfiguration, due to failure or addition of new entities.  

To meet these requirements, we will model a large complex real-time net-centric system as a graph, 
where nodes represent sensors, actuators or other resources, and edges represent their interconnections. 
The graph will be visualized in a hierarchical fashion, effectively addressing the scalability issue [Her00].  
Hierarchical visualization  not only improves the comprehension of large quantity of data but also assists 
in the manipulation of the data. Research in hierarchical visualization can be classified into two 
categories, connection and enclosure. 

The connection approach displays the relationships by drawing a set of edges. Connection techniques 
include Hierarchical view [Rei81], Cone-tree [Rob91], Radial view [Ead92], Hyperbolic browser 



[Lam96][Mun97], Balloon view [Mel98], Disk tree [Chi98], NicheWorks [Wil99], Botanical visualization 
[Kle01], and RINGS [Teo02]. These techniques do not usually utilize display space efficiently. The 
enclosure approaches, such as Venn diagram [Ven80], Tree-maps [Joh91], Cushion tree-maps [Wij99], 
and Squarified tree-maps [Bru00], are good at optimizing display space. They however do not explicitly 
visualize relational structures, and thus requires extra cognitive effort of the viewer to understand the 
visualized systems. 

We plan to use an existing visualization and navigation system, called EncCon [Ngu05b], developed 
by our collaborators in Sydney, Australia. EncCon (for enclosure+connection) takes advantages of both 
the connection and enclosure approaches mentioned above in visualizing and navigating large hierarchical 
information in a two-dimensional space [Ngu05a]. It lays out a networked system using an area 
partitioning algorithm to ensure the maximum utilization of display space while visualizing the 
interrelation among the nodes through node-link diagrams. EncCon has been successfully applied to the 
visualization of large amounts of hierarchical data [Ngu05a], the development of Websites [Ngu06a] and 
analysis of protein structures [Ngu06b]. The capabilities of the tool is recently demonstrated with the 
navigation of UTD website with approximately 8,115 pages at top five levels. 

EncCon will be used to efficiently visualize and interactively navigate the deployed network structure 
with great many nodes on a limited display space, based on the focus+context navigation technique. Its 
hierarchical visualization and powerful navigation support can effectively guide the configuration, 
deployment, and maintenance of networked systems. To accommodate different visualization and 
interactions schemes, we plan to integrate EncCon into a suite of visualization tools in Prefuse 
(http://www.prefuse.org/), an open source software that provides APIs for creating custom processing, 
interaction, and rendering components. 

2.6 Benchmark Applications 

The team members in this project are also collaborating with each other and several companies in net-
centric software and systems engineering research. Companies that have been involved in our meetings 
include EDS, InsperionLearning, Lockheed-Martin, Metallect, Raytheon, Rockwell-Collins, Samsung, 
Tektronix. We propose to work with the participating companies and other partners to develop a suite of 
benchmark applications that can serve as a real-world platform for assessing the effectiveness and 
practicality of research ideas aimed at enhancing the dependability of real-time net-centric embedded 
systems. The infrastructure repository will include the detailed specification of each benchmark 
application along with necessary sensors, actuators, and real-time capabilities to support the deployment 
of these applications. In addition, we propose to develop complete reference implementations for some of 
the applications to enable researchers to focus on the high-assurance aspects of net-centric systems. 

The test-bed will include representative applications from several potential classes of real-time net-
centric embedded applications, including tele-control/tele-presence, tele-collaboration, distributed 
monitoring and coordination, data access, and virtual worlds. Potential applications spanning these 
categories are briefly discussed in the following. 

2.6.1 Tele-control/Tele-presence 

This class of applications involves the monitoring and control of remote devices and has applications 
in disaster recovery, defense, operations in hostile environments (volcanoes, deep sea, space, etc.), as well 
as enabling virtual laboratories for use in distance education for courses that require physical experiments. 
They can be relatively simple involving the control of one remote device or more complex systems that 
require the coordinated control of multiple autonomous devices. For example, Boeing has developed an 
architecture to support integration [Sch01][Sch02] of distributed systems for military avionics 
applications, including aircraft navigation, sensor processing and visualization, connectivity management, 



and coordinated control of various weapon systems [Doe99][Sha98]. Challenges include methods of 
ensuring that real-time constraints are met, methods of tolerating deviations in the performance of sensors 
and actuators, and safety assurance. The latter is especially important for systems that have no fail-safe 
modes, such as the tele-control of aircrafts. We propose to specify and develop a tele-control system 
involving the use of sensors such as audio and video devices and multiple robotic actuators. The 
capabilities available in the Embedded Software Center at the University of Texas at Dallas will play a 
key role in the development of these benchmark applications. 

2.6.2 Tele-Collaboration 

Real-time tele-collaboration systems have important business and educational applications by 
enabling participants to share a variety of multimedia documents and applications, including audio and 
text (chat) conferencing, whiteboards, presentation slides, and shared video [Shi98]. Several issues related 
to tele-collaboration environments are explored in [Kim97][Oli03]. Supported end-user devices range 
from traditional PCs to hand-held devices and web-connected camera, radio, television, and other devices 
[Kim97]. Applications range from support for virtual labs [San02][Hoy04] and interactive collaborative 
learning in distance education [Cur02] to business applications. 

There are numerous technical challenges that must be overcome in order to realize real-time tele-
collaboration systems, including real-time tracking of users and location and configuration of available 
devices. Also, such a pervasive system can only be useful if it is secure and assures the users’ privacy and 
most importantly, is relatively easy to use. We propose to develop a detailed specification and prototype 
implementation of a context-aware user-centric tele-collaboration system that dynamically adapts to the 
capabilities of the devices available to each user as well as the instantaneous context of each user and the 
state of the underlying communication network. 

2.6.3 Distributed Monitoring and Coordination 

In many large mobile distributed systems, the performance and reliability of the overall system can be 
improved substantially by providing timely global information and guidance to the different parts of the 
system. One approach is to make available to the entities in the system a monitoring and coordination 
overlay network. Applications of this class range from systems of multiple mobile robots to vehicular 
traffic systems, defense systems, factory automation and air-traffic control systems. The Player system 
[Ger03] provides development support for net-centric control and coordination of a group of 
heterogeneous robots with applications ranging from task allocation [Ger02] to human-robot interaction 
[Tew03], multi-robot teams [Cha05], coordinated transportation of objects [Vau02], tracking of targets 
[Jun02], telepresence [Fer99][Fer01], etc. 

We will specify and implement a prototype of a multi-layered monitoring and coordination system in 
the area of real-time vehicular traffic systems. The sensor network consists of the monitoring of vehicles 
and computation of optimal traversal speeds and duration of traffic light phases to minimize the average 
transit delay for the vehicles. The optimal traversal speeds for the vehicles on various road segments will 
be conveyed to each vehicle in the form of recommendations using road-side displays and other 
communication channels. 

2.6.4 Real-Time Net-Centric Data Access 
In many situations, it is essential for users to be able to access critical data reliably and in a timely 

manner. Examples include emergency response situations where it is imperative for the emergency 
response team to have access to information regarding potential hazards in the affected environment and 
emergency patient care situations where the medical team needs to access the medical history of the 
patient. In all these cases, it must be ensured that the data source itself is disaster-tolerant. It is also 



necessary to ensure that the computing platform is always operational and that the communication system 
has a path between the user and a data source. 

We propose to specify and implement a complete application that requires real-time access to data to 
a high degree of confidence and provide capabilities for researchers to inject a variety of faults and 
outages into the system to evaluate new disaster tolerance techniques. 

2.6.5 Virtual Worlds 

Virtual worlds enable multiple users located at various sites across a network to interactively 
participate in evolving scenarios. Each participant can view a portion of the virtual world, navigate 
through it, and initiate actions to change the state of the virtual world. Potential applications range from 
net-centric games to training systems for critical missions requiring close collaboration between all 
members of a team, including defense, disaster recovery, and repair missions. Long latencies in such 
interactive applications can pose a problem since delays can be a disadvantage for impacted users. 
However, some studies of interactive multiplayer network games have shown that even large delays that 
are obvious to users do not adversely impact the outcome of the games, perhaps due to the importance of 
strategy over real-time response in these types of applications [She03]. We will develop a detailed virtual 
world-training environment involving the need for hard real-time communication and interaction among 
the participants. In addition to actions initiated by the participants, the system will inject faults into the 
sensor and actuator components as well as the communication and computing platform to model various 
types of environmental events leading to component failures.  

2.7 Infrastructure Management 

Two major requirements in the design of the HARNESS research infrastructure are (a) to enable 
researchers to access its capabilities remotely and (b) to enable it to evolve such that it can satisfy various 
needs of its users over time. Thus, we anticipate building an open framework. To achieve this, we will 
develop an infrastructure management capability to host various categories of resources, including 
benchmark applications, techniques for achieving high assurance, verification and assessment tools, and 
evaluation data. The infrastructure will be designed using a service-oriented architecture (SOA) 
framework to enable it to support easy incorporation of research results as well as enabling effective and 
efficient search, retrieval, and use of its capabilities. Many techniques and tools developed during our 
prior research on SOA-based techniques and the design of ORES (Online Repository of Embedded 
Software) can be used to achieve these goals. 

Figure 1 shows an architecture of the HARNESS research infrastructure management system. UTD 
will be primarily responsible for maintaining the repository. ASU will integrate the infrastructure 
resources using the SOA-based approach to facilitate remote search, dynamic composition, and 
deployment of benchmark applications [Che05][Tsa06a]. Each of the participating universities will 
acquire hardware, sensors, actuators robots, that will be integrated into the infrastructure and be 
accessible over the network. UNT, UTA and UTD will host robotic kits to experiment with net-centric 
real-time tele-control and distributed monitoring and coordination applications. These resources will be 
accessible across the network. That is, when conducting specific experimentation, requisite software tools 
can be downloaded from the repository to local server, use the local hardware using wired as well as 
wireless networking mechanisms in a protected zone to perform experiments, collect data, analyze data, 
compare with benchmark results, and disseminate the new results to other interested researchers. The 
infrastructure will include reservation and coordination methods to allow a research team at one site to 
work with colleagues at other sites to reserve required hardware, and conduct and monitor their 
experiment remotely utilizing the local servers, etc. This type of access will be expanded and made 
available to other institutions also. 
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Figure 1. Architecture of the HARNESS Research Infrastructure Management System. 
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This proposal brings together researchers from 4 universities in the DFW metropoliton area as well as 

researchers from Arizona State University (ASU). These faculty members have long standing 
collaborations that span more than a decade. Most recently, SMU, UNT, UTA, and UTD have worked to 
establish a Net-Centric Software and Systems Engineering Consortium. The PIs from these institutions as 
well as other faculty members and representatives from industries including Lockheed Martin, Raytheon, 
Metallect, Rockwell-Collins, Samsung, have been meeting once every two weeks, to develop a research 
agenda, Memo of Agreements, and Industry sponsored research projects. 

Thus, there already exists a structure for managing large collaborative research projects. We will rely 
on the membership of the consortium to evaluate the progress and provide directions for accomplishing 
the goals of the research. The PIs will report progress and identify roadblocks once every month to the 
consortium membership.  



The goal for the first year (2007-2008) is to build and deploy the infrastructure. This includes the 
acquisition of the servers, real-time operating systems, testing tools, modeling and analysis tools, 
visualization tools, and sensors and actuators. These will be integrated together using service-oriented 
architecture (SOA) based techniques to form the core of the HARNESS infrastructure. The infrastructure 
will be evaluated and refined using a benchmark application in area of tele-control systems and another 
benchmark application in the area of tele-collaborative environments. 

The goal for the second year (2008-2009) is to thoroughly evaluate the capabilities of the 
infrastructure and ensure that they can be accessed and used remotely over the network. The assessment 
will be performed by the team members along with students involved in related thesis or dissertation 
research topics. It will also be used in courses to support projects, both in the form of new applications as 
well as in the assessment of the testing, modeling, and visualization tools. These efforts will lead to the 
incorporation of additional benchmark applications in the infrastructure as well as the inclusion of 
assessment/evaluation data. The infrastructure will also be made available to external researchers. 
Feedback will be gathered from each user and the infrastructure will be evolved to address any 
deficiencies. 

The goal for the third year (2009-2010) is to evaluate the extent to which the infrastructure has been 
able to support rigorous experimental assessment of high-assurance tools and techniques. A conference 
will be organized on quantitative assessment of the efficacy of high-assurance net-centric tools and 
techniques. The research reported at the conference will be a measure of the success of the infrastructure. 
Also, additional benchmark applications and evaluation data will be added to the infrastructure. To enable 
broader access to the resources of the infrastructure, tutorials will be developed for use in various courses 
that can benefit from the infrastructure. 

Over the three year period, this project will deliver the HARNESS infrastructure. It will also lead to 
publications related to the assessment of the infrastructure as well as results obtained through the use of 
the resources of the infrastructure. The infrastructure will also help support the research of graduate 
students and lead to the publication of several theses and dissertations. It will also lead to enhancement of 
both graduate as well as undergraduate courses in the area of real-time systems, embedded systems, 
software architecture, testing, modeling and analysis, and visualization techniques. 

Qualitative and Quantitative Evaluation Metrics 

The proposed infrastructure will be evaluated using benchmark applications in a systematic manner, 
with actual accesses and durations logged for detailed usage analysis. 

Having passed the initial evaluation phase, we will disseminate the techniques used, development 
experiences, and initial evaluation results to a wide research community including potential industrial 
users. We will make the infrastructure available to them to use and collect their experiences, 
recommendations and further requirements, that will enable us to extend and evolve the system. 

The effectiveness of the HARNESS research infrastructure will be evaluated by the number of 
researchers who use its resources as well as by its utility in enabling research in high-assurance embedded 
systems. The latter includes the utility of the benchmark applications, the suite of testing and modeling 
and analysis tools, and the number of experiments using the platform capabilities, including the set of 
sensors and actuators. Since one objective of the infrastructure is to speed up the experimental process in 
the area of high-assurance systems engineering, the time to perform each experiment will be logged and 
analyzed. This includes the time to select benchmark applications, adapt them using the high-assurance 
tool or technique being evaluated, and deploy, test, and measure the dependability attributes of the 
adapted applications. Towards this end, experiments will also be performed to evaluate the efficacy of 
existing fault tolerance methods, security enhancement methods, testing methods, modeling and analysis 
methods, as well as visualization techniques. In addition to the measurement of the time to perform the 



experiments, these experiments will be analyzed to identify missing capabilities (tools, resources, 
benchmark applications, etc.) and difficulties in using the infrastructure. These will help guide the 
evolution of the infrastructure. 

4 Broader Impacts 

4.1 Scientific Impact 

The key impact of the infrastructure will be the research enabled by it. The infrastructure permits 
researchers to develop, deploy, and validate high-assurance software in a realistic Net Centric 
environment. It will enable rigorous experimental assessment and comparison of high-assurance 
techniques for net-centric systems in an actual geographically distributed network using real-world 
benchmark applications with actual electromechanical sensors and actuators. The infrastructure will be 
utilized by the PIs and other researchers from academic institutions across the US to explore and evaluate 
new specification, design, and implementation techniques for high assurance and highly secure Net 
Centric applications. All the resources of the infrastructure, including the tools and techniques developed 
by the researchers, will be made available to the research community via the infrastructure. 

4.2 Educational Impact 

It is anticipated that graduate students from the participating academic institutions will benefit 
significantly from the infrastructure in terms of evaluating their research artifacts in a real-world test-bed, 
thus giving credibility to the technologies developed. The infrastructure will also be used for selected 
projects in appropriate undergraduate and graduate courses, including courses on embedded computer 
systems, real-time systems, distributed embedded systems, fault-tolerant computing systems, and 
capstone software engineering project courses. The use of this infrastructure will enable the students to 
acquire first-hand experience with real-world net-centric applications. Also, the completed projects will 
be evaluated and incorporated into the suite of benchmark applications and will expose the students to the 
needs, challenges, and opportunities of collaborative research in assessing the efficacy of high-assurance 
systems engineering techniques. 

5 Results from Prior Support 

Projects from Arizona State University (ASU). Dr. W.T. Tsai was the principal investigator of the 
NSF Project “Testing Embedded Systems and Software”, Jan. 2002 – Dec. 2003. This project developed a 
course on testing for embedded systems and a specification language tool ACDATE which can be used to 
specify embedded system behaviors. All the course materials are available at website 
(http://asusrl.eas.asu.edu/cse494/). Tsai is a Co-PI in the NSF project “ITR – Timeliness-Assured Design 
Environment for Distributed Object-Based Embedded Computing” with Prof. Kane Kim of University of 
California at Irvine as the PI, Oct. 2003 - Sept. 2005. 

Projects from the University of North Texas (UNT). The purpose of the NSF award NSF-0222628, 
“Computational Science and Engineering – Information acquisition and management of Infrastructure 
(PI: Kavi) was to acquire computational and storage resources to support several scientific and 
engineering projects. Among the acquired resources are i) a 4-Node SMP, ii) a tera-byte RAID storage 
server, iii) a 8-node Beowulf cluster, and iv) 4 workstations, including a HP/DEC Alpha for running 
ATOM tools. The resources were used to perform extensive instruction set level simulations of both 
conventional superscalar architecture and innovative decoupled multithreaded architecture. In addition, 
we also performed experimental evaluation of innovative cache memory organizations, decoupling 



memory management from main processing elements and dynamically suppressing redundant function 
calls. 

The following publications of PI Kavi resulted from this award: [Li05][Li06][Li07][Lin07][Naz06] 
[Rez06][She04][Son03]. 

Projects from the University of Texas at Dallas (UTD). In the NSF project “A Distributed 
Component Repository for Rapid Synthesis of Adaptive Real-Time Systems,” 9/2001 – 8/2005, with Dr. 
Yen as the PI and Drs. Bastani, Deng, Khan, and Sha as Co-PIs, a software component repository and 
composition techniques was developed to facilitate the development of embedded systems. The core of 
the approach is an on-line repository ORES [Gao, Yen01, Yen02]. The repository is accessible at 
http://escsb2.utdallas.edu/ORES/index.htm. ORES uses ontology-based techniques to facilitate 
component search and browsing. An echoing technique was to provide better ontology browsing with 
multiple relations. A search result clustering technique was developed to provide effective presentation of 
the search results and allow user-guided search. To maintain the QoS (quality of service) properties of 
components and facilitate system QoS property analysis, QoS specification languages and analysis 
techniques have been developed [Gao05b, Ma, Ma03, Ma05]. SysML has been expanded to support a full 
spectrum of QoS behaviors and nonfunctional requirements specification [Gao05a]. To assist with the 
maintenance of the repository, an automated ontology construction techniques [Kha02] was developed to 
semi-automatically structure the software components into the ontology. 

In the NSF project “Visual Specification and Automatic Transformation of Web Interchanging 
Documents,” Award No. 0218738, 9/1/2005 – 8/31/2006, with Dr. Kang Zhang as the PI, a running 
prototype in the original scope of XML-based document transformation was successfully completed 
[Kon03][Qiu03][Zha05a][Zha05b]. In addition, we have extended to high levels, i.e. schema and meta-
model interoperation [Son04a][Son04b][Son04c] [Son05a][Son05b][Son05c]. Meanwhile the graph 
grammar formalism has been generalized [Zen05] and also extended to support spatial specifications 
[Kon04a][Kon04b]. The results of the above two extensions have been accepted into prestigious journals 
[Kon06][Son06]. We now attempt to automatically or semi-automatically generate graph grammar and 
transformation rules through induction [Ate06]. Both high level transformation and automatic rule 
induction are extremely important to make the whole framework practically useful, so that the user needs 
not manually write too many transformation rules. We plan to apply the techniques for service pattern 
extraction. 

The project has been providing excellent training opportunities for both graduate and undergraduate 
students. Two PhD students, Guanglei Song and Jun Kong, have been involved in high level 
interoperation and theoretical extension of graph grammars since the start of the project. Both students 
have now graduated. Dr. Song works at Meta-integration, Inc., Mountain View, CA, and Dr. Kong works 
as an Assistant Professor at North Dakota State University, ND. 
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